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Abstract 

The technology landscape in the software engineering domain is growing 

continuously and new programming languages, databases, frameworks, and the 

like are being added steadily. For experts and companies, it is hard to focus on the 

most common ones and thus, it is crucial to not overlook new trends or emerging 

technologies. The goal of this master thesis is to develop a web-based tool that can 

automatically discover software technologies and make objective statements about 

how trendy these technologies are currently. The results should be presented in the 

form of a technology radar. New technologies should be discovered quickly and 

with as little human input as possible. The trends of the technologies should be 

detected based on different data sources. Therefore, existing solutions and possible 

data sources for technology trend detection are analyzed to learn which data 

sources may be relevant for the development of the tool. Based on this, as well as 

on some described fundamentals, a web-based prototype for the detection of 

technology trends is implemented. This prototype can automatically discover 

technologies and identify the trendiest ones based on the data sources Stack 

Overflow and GitHub. Finally, the prototype is assessed by comparing it with 

existing solutions and by evaluating it in the cooperating company. 

  



 

3 

Kurzfassung 

Die Technologielandschaft im Software Engineering Bereich wächst kontinuierlich 

und es kommen laufend neue Programmiersprachen, Datenbanken, Frameworks 

oder ähnliches hinzu. Für Experten und Unternehmen ist es schwierig, sich auf die 

gängigsten Technologien zu konzentrieren und somit ist es wichtig, neue Trends 

oder aufkommende Technologien nicht zu übersehen. Das Ziel dieser Masterarbeit 

ist die Entwicklung eines webbasierten Tools, welches automatisiert Software-

Technologien entdecken kann und objektive Aussagen dazu treffen kann, wie 

trendig diese Technologien aktuell sind. Die Ergebnisse sollten in Form eines 

Technologie Radars dargestellt werden. Neue Technologien sollten rasch und 

möglichst ohne menschliche Unterstützung entdeckt werden. Die Trends der 

Technologien sollten aufgrund diverser Datenquellen ermittelt werden. Daher 

werden bestehende Lösungen und mögliche Datenquellen für die Erkennung von 

Technologietrends analysiert, um zu erfahren, welche Datenquellen für die 

Entwicklung des Tools relevant sein könnten. Darauf aufbauend, sowie auf einigen 

beschriebenen Grundlagen, wird ein webbasierter Prototyp zur Erkennung von 

Technologietrends implementiert. Dieser Prototyp kann auf Basis der Datenquellen 

Stack Overflow und GitHub automatisch Technologien entdecken und die 

trendigsten identifizieren. Abschließend wird der Prototyp durch den Vergleich mit 

bestehenden Lösungen und durch die Evaluierung im kooperierenden 

Unternehmen bewertet. 
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1. Introduction 

In the field of software engineering, there are many different technologies that can 

be used for the creation, maintenance, and support of software applications. 

Software can be developed using countless different programming languages and 

frameworks; for data persistence, various databases ranging from SQL to graph 

databases to document-based databases are available from countless vendors, 

both open-source and proprietary; and for user interface creation, there are 

currently a variety of web technologies to choose from. Similarly, there are tons of 

different technologies available for hosting, monitoring, and operating software 

applications. These are just a few areas within software engineering where 

technology decisions have to be made, and there is an enormous number of 

different technologies to choose from in an entire software stack. 

Naturally, individuals or companies may prefer certain technologies over others 

based on their experience, education, or personal preferences, or certain 

technologies are superior to others for certain use cases. Apart from individual 

decision factors, however, it would be interesting to see whether certain 

technologies are more trending among the broad masses than others and where 

the trend is heading, i.e. whether the technologies are becoming even trendier or 

are becoming less trendy. In principle, this is the basic objective of this thesis. 

In the following, the motivation and the problem statement of this work are 

presented in more detail and the cooperating company of this thesis is briefly 

introduced. Subsequently, the objective as well as the research questions of the 

thesis are explained in more detail. Afterwards, it is briefly discussed how the 

described problem was solved methodically, how the research questions were 

answered and what results can be expected. Finally, at the end of this chapter, the 

structure of this thesis is briefly described. 

1.1. Motivation 

This thesis is written in cooperation with the company Dynatrace, Inc. 1 a software 

intelligence company, which is currently operating worldwide with 3000+ enterprise 

customers (as of May 2021), 50+ offices (as of October 2021), and 3000+ 

employees (as of October 2021). The company was founded in Linz, Austria in 2005 

and had its initial public offering on the New York Stock Exchange in 2019. 

Basically, Dynatrace delivers software intelligence to simplify cloud complexity, 

increase application security, and accelerate digital transformation. The Dynatrace 

Software Intelligence Platform provides accurate information about application 

 

1 https://www.dynatrace.com, last access: 02-06-2022 

https://www.dynatrace.com/
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performance and security, the underlying infrastructure, and the experience of all 

users to enable organizations to innovate faster, collaborate more efficiently, and 

deliver more value with less effort. 

Dynatrace's product is used by enterprise customers to monitor and observe, 

among other things, the performance and health of their applications. These 

applications may be implemented and supported with a wide variety of different 

technologies, depending on the customer’s needs. In order for the Dynatrace 

solution to be used efficiently by customers and potential future customers, the 

product must therefore be able to support a wide range of technologies. The listing 

of all supported technologies2 that can be monitored with Dynatrace currently 

includes about 600 different entries. This list is constantly adapted and extended so 

that Dynatrace can remain competitive and offer its customers the best possible 

solution. However, since not all technologies can be supported, Dynatrace has to 

focus on the most common ones. The rapid growth of the technological landscape, 

though, makes this very challenging. Thus, it is critical not to overlook new trends 

or emerging technologies. Therefore, it would be advantageous to have a tool 

available that facilitates the decision of which technologies are currently trending 

and should therefore be considered to be included in the list of supported 

technologies. Since decisions about the use of technology are often quite 

subjective, it is important that this tool works objectively and without human 

influence. 

This results in the motivation of this thesis, that a tool should be created, which is 

able to automatically recognize existing and new technologies and can quantify 

their importance. The tool should use different data sources for this purpose and 

derive the trend of the identified technologies. Technologies, which are currently 

very trendy and thus increase in importance, should be automatically recognized 

by the tool so that Dynatrace is assisted in deciding which technologies should be 

supported in the future. In contrast, the tool should also be able to identify which 

technologies are becoming less important to facilitate potential end-of-life decisions 

in technology support. 

1.2. Objective and research questions 

As already briefly described in Section 1.1, the objective of this thesis is to create a 

tool that can automatically detect technology trends. Only software technologies, 

such as programming languages, frameworks, libraries, tools, or similar are 

relevant in this case. Some concrete examples are Java, Angular, OpenTelemetry, 

MongoDB, or Flutter. General terms that may also be considered as technologies, 

 

2 https://www.dynatrace.com/support/help/technology-support, last access: 02-06-2022 

https://www.dynatrace.com/support/help/technology-support
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such as Blockchain, Artificial Intelligence, Virtual Reality, or Edge Computing are 

irrelevant to this tool. 

The tool should automatically discover relevant technologies so that new 

technologies are detected as soon as possible, eliminating the need for human 

maintenance. The discovered technologies should be evaluated based on different 

data sources and the trendiest should be derived from them. For this purpose, 

relevant data sources must first be selected and evaluated. The selected data 

sources should then be constantly accessed so that technology trends can be 

monitored over time. Based on the different data sources, the technologies should 

be evaluated in a way that the trendiest technologies can be identified. Finally, the 

results should be presented in the form of a radar, such that those technologies 

located in the innermost part of the radar prove to be the trendiest and should 

therefore receive the most attention. A key aspect in all these steps is that the tool 

acts objectively and needs as little human input as possible. 

As a result, the motivation and objectives described above lead to the following 

research questions: 

I. What existing solutions are currently available and what data sources can 

be reasonably used to discover technology trends? 

II. Based on the data sources, how can an objective tool be created, which is 

able to automatically identify technology trends with as little human input as 

possible? 

These research questions are intended to systematically address the topic and will 

be answered in this thesis. The next section briefly describes the methodological 

approach that was used to answer the research questions and to complete this 

thesis. 

1.3. Research method 

This thesis consists of a theoretical and a practical part. In the theoretical part, the 

fundamentals of trends and trend detection are described in Section 2.1. For this 

purpose, various literature sources were collected, cross-referenced, and 

presented. Subsequently, the trend detection of technologies is discussed in detail. 

Therefore, existing solutions are first described, which were collected based on 

Internet research. The collected solutions are described in detail and the 

approaches, as well as the resulting outcomes are presented. Subsequently, 

possible data sources are listed, which can be used for the detection of technology 

trends. These are briefly described, and it is presented how these data sources can 

add value to the identification of technology trends. For this purpose, an Internet 

search was also carried out and domain experts were consulted in an unstructured 
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manner. Based on the investigation of the existing solutions and the relevant data 

sources, the first research question can be answered. 

In the practical part, a prototype is created which can automatically discover 

technology trends based on data sources identified and elaborated in the theoretical 

part. The prototype should meet the requirements described in Sections 1.1 and 

1.2. The development of the prototype, as well as the resulting difficulties and 

limitations, are also documented in this thesis. By implementing the prototype, the 

second research question of this thesis can be answered. 

1.4. Expected outcome 

An overview of existing solutions for the detection of technology trends will be 

provided in this thesis. Furthermore, a list of data sources that can be used for the 

detection of technology trends will be collected and the sources will be described. 

In addition, the implementation of a prototype will demonstrate how such data 

sources can be used to automatically identify technology trends with the help of a 

tool. Basically, the prototype should detect technologies by itself, monitor them 

based on the data sources, and deduce which technologies are the most trending. 

Furthermore, the prototype should operate with as little human input as possible. 

This should be considered in all development steps of the prototype. This results in 

added value for all those interested in technology, as it will provide an objective 

overview of which technologies are currently trending. This tool would be helpful for 

companies, development teams, individuals, or any other technology enthusiasts. 

The simple presentation in the form of a radar will provide a quick overview of which 

technologies are currently the most trendy and which technologies are gaining or 

losing popularity. 

1.5. Thesis structure 

Chapter 1provides a general introduction to the topic of this thesis. For this purpose, 

the motivation is described, as well as the cooperating company is briefly 

introduced. Additionally, the goal of this thesis as well as the resulting research 

questions are presented. Subsequently, the research method is briefly presented, 

and the expected results are outlined. 

The fundamentals that are relevant for this thesis are described in Chapter 2. For 

this purpose, different literature sources were studied. First, trends and the 

detection of trends, in general, are explained and afterwards the detection of 

technology trends is specifically discussed. For this purpose, existing solutions are 

pointed out and possible data sources that can be relevant for the detection of 

technology trends are listed. Finally, the basics of time series analysis and natural 

language processing are described. 
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In Chapter 3, the implementation aspects of the implemented prototype are 

described. At the beginning, a brief overview of the architecture is given, and the 

technologies used for development are briefly described. Afterwards, it is described 

how the technologies can be discovered by the prototype and how these can then 

be linked to other data sources. Next, it is explained how trends can be detected 

based on the data sources and technologies. Finally, it is briefly described how the 

calculated trends can be displayed in the form of radar versions. 

Chapter 4 provides a brief description of the prototype's web interface from the 

user's point of view in the form of screenshots. It is explained how the user can 

interact with the prototype and what functionalities it provides. 

The evaluation of the prototype is described in Chapter 5. A brief overview of the 

results is given, and these are compared with existing solutions. Subsequently, the 

evaluation in relation to the cooperation company is described. 

Chapter 6 concludes this thesis and describes what future work could be done to 

improve the prototype. 
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2. Fundamentals 

This chapter explains the fundamentals that are relevant for the thesis. Not 

everything can be explained in detail and therefore only the most important and 

relevant information was collected and described. For this purpose, many different 

literature sources were researched, processed, and linked with each other. First, 

the term trend is explained in general, and it is described what trends are, how they 

behave and how they can be detected. Afterwards, the discovery of technology 

trends will be specifically addressed. For this purpose, existing tools that deal with 

the detection of technology trends are described, and relevant data sources that 

can be used for that are listed and explained. Subsequently, the analysis of time 

series data is discussed, and it is explained what time series data is composed of 

and what information can be obtained from it. Finally, natural language processing 

is briefly explained, and it is described what it is, how it works, and how it can be 

used. 

2.1. Trends and trend detection 

There are many different areas that the term trend is associated with, such as the 

clothing industry, the economy, the financial market, or company sales figures. 

Basically, trends always describe the general direction of changes or developments 

[1]. For example, the latest seasonal trends in fashion reveal which clothing styles 

are currently being worn frequently. Trends on the stock market, on the other hand, 

show which shares are traded heavily at the moment or how the price of a certain 

share is behaving. Sales figure trends can give an indication of how the sales 

volume of a particular product behaves over a certain time horizon, whether the 

sales volume increases, decreases or remains the same. 

The term trend is often used inconsistently in the many areas in which it is applied, 

nor is there a generally agreed on definition of this term [2]. For instance, the 

Cambridge Dictionary [3] describes a trend as "a general development or change 

in a situation or in the way that people are behaving" while the Oxford Learner’s 

Dictionary [1] describes trends as “a general direction in which a situation is 

changing or developing”. White and Granger [4] write in a brief history of trends that 

the term "trend" evolved in English from the early 17th to the 19th century from 

"trenden" which is an older word for “turn” and that the meaning of a “trend relates 

to the general direction of a curve” and that “by the mid-1860s it had acquired its 

meaning as a general course, tendency or drift”. Basically, trends always describe 

changes that occur and continue over a certain period of time [2]. 

Consequently, trends refer to time series and denote the directions in which they 

move [5]. Thus, a trend is statistically observable, empirically detectable, and 

assumed to be of long-term significance, and has a lasting impact on culture, 
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society, or an industry in question [6]. It should be noted that trends refer to the 

present and describe current conditions rather than future developments, from 

which trend researchers can subsequently derive assumptions for their future 

forecasts [7]. 

Since the origin and impact of some trends are often not clearly defined and trends 

can be viewed from various angles, different people, companies, or institutes may 

also come to different conclusions about a certain trend. A trend is therefore not 

something unambiguous, but rather a methodological instrument for making 

complex changes visible by combining many individual observations, each of which 

may be of little significance and random, into an overarching development [2]. For 

example, the observation of a single clothing store may reveal a pattern to a fashion 

trend, but since the trend may also occur only randomly in that one store, no reliable 

conclusions can be made about a general fashion trend. Only if several 

independent clothing stores are observed and an overarching trend is discovered 

reliable statements can be made, as the possibility of randomness is thus reduced. 

The sum of many similar observations thus gives a change a more fundamental 

meaning, reduces the possibility of chance, allows the derivation of a larger pattern, 

and reduces the complexity of individual observations to an overarching trend [2]. 

Therefore, for trend detection, it is important to not only focus on one point of view 

but to include and combine various aspects in the detection of trends. 

In addition, there are several types of trends that can be distinguished based on 

various characteristics [2]. These types of trends, also known as a trend hierarchy, 

build on each other and can be categorized according to trend depth, width, and 

effect [6]. Particularly far-reaching and long-term trends with a broadly effective 

development that is fundamental and cross-societal are referred to as “metatrends” 

[5]. Metatrends describe fundamental natural changes on time scales of millions of 

years and thus form the framework within which all other trends develop [2]. 

Megatrends are the next level, have a medium- to long-term impact (up to 50 years), 

and are also referred to as baseline trends because their impact is global and 

significantly deep [6]. Megatrends can also be interpreted as long-lasting social, 

technological, economic, ecological, or political changes with global significance, 

such as Artificial Intelligence, Digital Transformation or Biotechnical Transformation 

[2]. The next level is socio-cultural trends, which are developments at the social 

level of society and affect consumer and product environments such as lifestyle, 

nutrition and housing [6]. Socio-cultural trends have an effect for about ten years 

and can also describe a technical change [2]. The top of the trend hierarchy is 

formed by industry and consumer trends as well as fashion trends as particularly 

short-lived trends [6]. While consumer trends last up to eight years, fashion trends 

sometimes only last a few months [2]. 
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The life cycle of a trend can be divided according to its spread in relation to time 

into the development stages "infancy", "growth", "maturity" and finally "saturation", 

which form an “S-curve” in an ideal-typical graphical representation [6]. Figure 1 

shows a graphical representation of the four phases of a trend's lifecycle in terms 

of diffusion and time. 

 
Figure 1: Life cycle of a trend [6] 

While in Duncker’s & Schütte’s simplified view, the spread of a trend increases 

continuously until after the saturation phase and only then flattens out or declines. 

The company Gartner3 developed a slightly different model regarding the spread of 

technologies. The so-called Gartner Hype Cycle [8] provides a graphical 

representation of the maturity and adoption of technologies and applications, as 

well as their potential relevance for solving real business problems and exploiting 

new opportunities, thus providing an overview of how a technology or application 

will evolve over time. The model is based on the observation that many technologies 

undergo a phase of exaggerated expectation, a hype, before they gain widespread 

acceptance [2]. A graphical illustration of the Gartner Hype Cycle is presented in 

Figure 2. 

 

3 https://www.gartner.com, last access: 02-06-2022 

https://www.gartner.com/
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Figure 2: Gartner Hype Cycle [8] 

Gartner describes the five phases of the Hype Cycle as follows [8]: The 

technological trigger, a potential technological breakthrough, starts the hype and 

through early proof-of-concept stories and media interest, a lot of publicity is 

generated. Early publicity and media attention produces a series of success stories 

and failures, and thus the peak of inflated expectations is reached. Subsequently, 

interest fades when experiments and implementations are unsuccessful, and 

technology vendors purge or sometimes fail. Investments continue only if the 

surviving vendors improve their products to the satisfaction of early adopters. This 

phase is called the trough of disillusionment. At the slope of enlightenment, more 

and more examples of the benefits of technology become apparent, new 

generations of technologies emerge, and they gain a better understanding. In the 

final phase, at the plateau of productivity, mainstream adoption begins, and the 

technology finds broad market applicability and relevance. Many new technologies 

can also fail due to various reasons and thus do not go through the entire hype 

cycle, but disappear from it already at different stages, usually in the valley of 

disappointment [2]. 

A slightly different model associated with trends that describes the spread of 

innovations in a society is the “diffusion of innovations” model invented by Everett 

Rogers [9]. In contrast to the Gartner Hype Cycle, the focus is not on the public's 

expectations of a technology, but on market penetration and it thereby describes a 

fundamental mechanism of many trends [2]. Rogers divides society in terms of the 

adoption process of the innovation – represented as a bell-shaped normal 
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distribution curve – into five categories based on adoption timing, socioeconomic 

status, personality traits, and communication behavior by taking the mean and 

standard deviation of adoption timing [10]. The five categories indicate the 

percentage of penetration of each social group and at what point in time the group 

embraces the innovation [9]. Figure 3 shows the diffusion of innovations model in 

terms of penetration and timing, as well as the five adopter categories. In the case 

of trends, however, a uniform course of penetration as described by the diffusion 

model is the exception [2]. 

 
Figure 3: Diffusion of Innovations [9] 

Rogers describes the five adopter categories as follows [9]: Innovators are 

characterized above all by a high willingness to take risks and a high tolerance for 

uncertainty, they usually have a large number of contacts and are therefore 

particularly good at including new ideas and innovations into their own social 

system. Early adopters, on the other hand, are more integrated into the local social 

system, enjoy respect, and since they are often asked for advice, they act as 

important role models for other members of the social system, thus helping the 

innovation to gain greater acceptance and, consequently, to break through. In 

contrast to early adopters, members of the early majority are usually not opinion 

leaders, but still have many social contacts, which favors the further spread of the 

innovation. The late majority views innovations rather cautiously, accepts only little 

uncertainty, and usually adopts innovations only when economic or social pressure 

threatens to become too strong. The laggards are fundamentally suspicious of 

innovations, hardly integrated socially, and strongly oriented toward the past. 
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The lifecycle of trends, the Gartner Hype Cycle, and the Diffusion of Innovations 

model are all three models that can be used to illustrate trends. In all models, it is 

evident that penetration can be viewed over time and increases over time. 

Consequently, trends are not a momentary snapshot, but rather emerge and spread 

over a period of time. Thus, it is necessary to consider the time component when 

discovering and researching trends. 

Trend research deals with the identification, description, and monitoring of trends 

by observing changes and developments and deriving trends from them [2]. The 

main task of trend research is thus to explain trends and to answer why, where, 

how, and when they take place [11]. For the identification of new trends, a certain 

number of observations of signals is required that allows a common interpretation 

and can thus be assigned to the trend [2]. Trend researchers use a wide range of 

instruments to detect such signals and to identify, analyze, and explain the causes 

and development of a trend [6].  

In the following, some instruments of trend research, which are most frequently 

used and to which the highest relevance is attributed in the scientific discussion, 

are named and briefly explained [6]: Classical instruments of trend research are 

group discussions and in-depth interviews. In group discussions, a small group 

discusses a specific topic and is passively guided by a moderator, while during in-

depth interviews selected persons are interviewed in individual conversations. In 

expert surveys, experts deal with a topic in detail and can demonstrate extensive 

knowledge and experience in this regard. If there are similarities in the statements 

and opinions of the experts, forecasts for the future can be derived from them, but 

it should be noted that the statements of experts are subjective and therefore cannot 

replace a well-founded analysis. A specific type of expert survey, which is often 

used and is promising, is the so-called Delphi method. In this method, experts are 

interviewed individually, usually in the form of questionnaires, repeatedly, whereby 

the questions are adapted after each interview and the experts do not know 

anything about each other during the interviews, in order to avoid the influence of 

psychological or situational factors such as persuasion, aversion or the rousing 

influence of a majority opinion [12]. 

The instruments mentioned so far are qualitative instruments, which are usually 

only suitable for initial assumptions, but not for a valid recording of general 

circumstances [6]. Moreover, these instruments are based on the statements of 

individuals, and it is usually impossible to completely eliminate subjective views of 

the individuals. Another approach to discover trends is to use quantitative methods. 

Quantitative methods, unlike qualitative instruments, are concerned with 

discovering trends in the tradition of time series analysis by extracting trajectories 

or trend lines from a collection of longitudinal measurements [13]. Since quantitative 

methods rely on time series data and analyze them statistically and mathematically, 
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the influence of subjective opinions can thus be minimized. Quantitative methods 

are thus more evolutionary and focus on uncovering hidden, pre-existing trend lines 

that can then be used to make predictions into the near future. In contrast, 

qualitative instruments are more revolutionary and seek to uncover radical 

departures from the past that may reshape the market or society for years [13]. 

Some quantitative methods for determining trends in time series are, for example, 

the application of moving average (MA), autoregressive integrated moving average 

(ARIMA), or Holt-Winters exponential smoothing [14]. These are part of the analysis 

of time series data, which is described in more detail in Section 2.3. 

In summary, there is no universal definition for the term trend, but trends are 

constantly observed over time and are dependent on society or other influencing 

factors. Trends can take on different magnitudes and do not necessarily always 

have to follow the same course. Some models, such as the Gartner Hype Cycle or 

the diffusion of innovations model, attempt to describe innovations and 

developments universally and can thus also be associated with trends. Both 

qualitative tools, usually based on expert interviews, focus groups or discussions, 

and quantitative methods, whereby time series data is analyzed, can be used to 

identify trends. 

2.2. Technology trend detection 

This section presents existing technology trend detection solutions. The solutions 

are briefly described, and it is explained what the tools attempt to detect and how 

they work. Furthermore, different data sources are mentioned that may be used to 

identify technology trends.  

2.2.1. Existing solutions 

There are several solutions that deal with the detection and prediction of technology 

trends. Some of the solutions use roughly the same approach, while others use 

slightly different methods. The solutions were systematically researched by 

conducting a Google4 search for terms such as "technology trend detection" or "tech 

radar". In this context, particular care was taken to ensure that the solutions found 

actually address specific IT technologies and do not deal with general technology 

terms such as blockchain or big data. Different search terms and synonyms were 

used for this purpose. In addition, several domain experts were spoken to and 

interviewed in an unstructured manner. Based on this, some additional solutions 

 

4 https://www.google.com, last access: 02-06-2022 

https://www.google.com/
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could be identified or already discovered solutions could be described in a better 

way. In the following, some of the solutions are presented and briefly described. 

TIOBE Index 

The TIOBE Programming Community Index [15] is an indicator of the popularity of 

programing languages which is calculated by the TIOBE Software BV5. The TIOBE 

index was launched in June 2001 with 25 languages and now measures more than 

150 languages and is updated once a month. This solution thus only includes 

programming languages and does not consider other technologies like tools, 

libraries, or frameworks. The TIOBE index is not about the best programming 

language or the language in which most lines of code have been written, but rather 

about the popularity of the programming language. 

Basically, the TIOBE index [16] is calculated by counting the hits obtained when 

searching for the given programming languages (search term: “<language> 

programming”) in the top 25 relevant search engines. The search engines must 

meet certain conditions, like containing a search facility or returning the number of 

total results. To be included in the TIOBE index, a programming language must 

meet three requirements: the language should have an own entry on Wikipedia, the 

programming language should be Turing complete and there should be at least 

5000 hits when searching for “<language> programming” on Google. 

The counted hits are normalized for each search engine for all programming 

languages and the sum of these results determines the rating of a language. All 

considered languages together have a TIOBE score of 100%. Search engine 

results may contain false positives for a query and are therefore filtered out with a 

confidence factor per query. This confidence factor is calculated by manually 

checking the first 100 pages per search engine for possible false positives. If this 

factor is for example 90%, only 90% of the hits are included in the sum of hits. 

In summary, the TIOBE index for a given programming language is calculated as 

follows where PL stands for the programming language, SE for the search engine, 

and n for the number of search engines used [16]: 

(hits(PL, SE1) / hits(SE1) + hits(PL, SE2) / hits(SE2) + … + hits(PL, SEn) 

/ hits(SEn)) / n 

Similar statements about the popularity of programming languages are also 

presented via the PYPL PopularitY of Programming Language index [17] and The 

RedMonk Programming Language Ranking [18]. The PYPL PopularitY of 

 

5 https://www.tiobe.com, last access: 02-06-2022 

https://www.tiobe.com/
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Programming Language index is created by analyzing how often programming 

language tutorials are searched for on Google using Google Trends to collect the 

data [17]. The RedMonk Programming Language Ranking is created by extracting 

programming language information from GitHub and Stack Overflow and attempts 

to reflect a combined ranking of source code (GitHub) and discussions (Stack 

Overflow) [18]. 

Zalando Tech Radar 

The Zalando Tech Radar [19] by Zalando SE6 is a trend radar that shows a list of 

technologies complemented by an assessment of some dedicated Zalando SE 

senior technologists. Although the assessment of the technologies is the 

responsibility of the dedicated senior technologists, the radar is open for 

contribution for all engineering teams at Zalando. Based on the evaluation, the 

technologies are divided into four quadrants (technology categories like languages 

or data management) and four rings (assessment) by applying the so-called ring 

assignment. In contrast to the TIOBE Index, the Zalando Tech Radar not only 

covers programming languages, but also other technologies including but not 

limited to frameworks and tools.  

The Zalando Tech Radar uses the following four rings with slightly adapted 

semantics [20]: 

• Adopt: Technologies with a usage culture in the Zalando production 

environment, low risk, and recommend being widely used in different 

production systems. The Zalando technologists have high confidence in 

these technologies.  

• Trial: Technologies that have been used with success in project work to solve 

a real problem. The first serious usage experience that can confirm benefits 

and can uncover limitations have been made. Trial technologies are slightly 

riskier. 

• Assess: Technologies that are promising and have clear potential. Assess 

technologies have higher risks but are worth investing research and 

prototyping efforts in. They are often brand new and, while promising, highly 

unproven at Zalando. 

• Hold: Technologies should not be used for new projects, but usually can be 

continued for existing projects. Zalando technologists think that these 

technologies are not (yet) worth to (further) invest in. 

 

6 https://corporate.zalando.com, last access: 02-06-2022 

https://corporate.zalando.com/
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The Tech Radar is maintained by a group of Zalando engineers committed to 

devote time to its purpose [20]. Assignment of technologies to rings is the outcome 

of ring change proposals, which are discussed and voted on in meetings. The Tech 

Radar depends on active participation and input from all engineering teams at 

Zalando. Furthermore, the Zalando Tech Radar is based on the pioneering work of 

Thoughtworks, Inc. [19]. 

Technology Radar by Thoughtworks, Inc. 

The Technology Radar by Thoughtworks, Inc.7 [21] is similar to the already 

mentioned Zalando Tech Radar. It sets out changes that may be currently 

interesting in software development and organizes them onto the radar using four 

quadrants and four rings. The radar includes both technologies and techniques that 

play a role in software development. An element on the radar is called a blip. The 

quadrants are a categorization of the type of the blips and include programming 

languages and frameworks, tools, platforms, and techniques. 

Similar to the Zalando Tech Radar, the four rings are divided into Adopt, Trial, 

Assess and Hold with the following short definitions [22]: 

• Adopt: “We feel strongly that the industry should be adopting these items. 

We use them when appropriate in our projects.” 

• Trial: “: Worth pursuing. It’s important to understand how to build up this 

capability. Enterprises can try this technology on a project that can handle 

the risk.” 

• Asses: “Worth exploring with the goal of understanding how it will affect your 

enterprise.” 

• Hold: “Proceed with caution.” 

The Radar is produced and published approximately every six months by the 

Technology Advisory Board, a group of senior technologists at Thoughtworks, Inc. 

They talk about and discuss the blips on a regular basis with people and colleagues 

both inside and outside the company. Their opinions and assessments are based 

on their day-to-day work and experiences. In addition, the Technology Advisory 

Board meets twice a year to decide which blips to include and which rings the blips 

fall into. [21] The Thoughtworks Radar is thus predominantly based on the 

participating stakeholders' opinions and experiences with the particular 

technologies and techniques. 

 

7 https://www.thoughtworks.com, last access: 02-06-2022 

https://www.thoughtworks.com/
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CNCF End User Technology Radar 

The Cloud Native Computing Foundation (CNCF) End User Technology Radar [23] 

is an opinionated guide to a set of emerging technologies, on behalf of the CNCF 

End User Community8. The CNCF End User Community is a group of more than 

145 organizations from various industries that use cloud native technologies to build 

their products and services. 

The radar [24] is intended for a technical audience that wants to understand what 

solutions the end user community uses and recommends, particularly in the cloud 

native realm. Approximately every quarter a new radar is created on a specific topic, 

such as databases, continuous delivery, or observability. Each topic is selected by 

a small group of companies that is randomly re-nominated for each radar to drive 

its creation. Once the topic has been established, the remaining members of the 

CNCF end-user community are asked to describe what technologies their 

companies recommend and how they evaluate them. 

The assessment categories are Adopt, Trial, and Assess. In contrast to the two 

radars already mentioned, the CNCF End User Technology Radar does not have 

the category Hold due to simplicity, but the definitions of the remaining categories 

are very similar to the previous ones. 

StackTrends 

StackTrends [25] is a private project developed by Andrew Cernek. The tool aims 

to provide insight into how many developer jobs are available in the United States 

and which programming languages and frameworks are most and least in demand. 

The data used by StackTrends is gathered from job sites each month and is limited 

to the United States. Thus, it is demonstrated what languages and frameworks are 

most / least in demand among employers. At the time of writing, StackTrends tracks 

178 technologies on four different job websites. 

Stack Overflow Trends 

Stack Overflow Trends [26] shows how technologies have trended over time based 

on the usage of their tags since 2008, when Stack Overflow, a question-and-answer 

website for software engineering topics, was founded. The solution [27] aims to 

track the interest in programming languages and technologies, based on the 

number of Stack Overflow questions asked per month. Although some technologies 

raise more questions among their users than others, and thus the measurement is 

not entirely accurate, it is still a simple indicator that provides useful insights into 

 

8 https://www.cncf.io/enduser, last access: 02-06-2022 

https://www.cncf.io/enduser
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the developer ecosystem. Especially when there is a rapid growth in the number of 

questions about a certain technology, it usually reflects a real change in what 

developers are using and learning. 

Stackshare by StackShare, Inc. 

Stackshare by StackShare, Inc. [28] is a website where a developer community of 

over one million developers – at the time of writing – contribute to make technology 

decisions publicly. Developers and companies voluntarily publish their technology 

stack, making the information about the used tools accessible to others. Besides, 

developers can add new tools, and members can then participate in discussions 

and give or receive feedback on the tools. Based on votes of the members and the 

published stacks of companies, trendy and top tools can be identified. Tools on 

Stackshare include frameworks, languages, libraries, cloud solutions or databases 

but also other categories such as general application software. 

2.2.2. Useful data sources 

Different data sources may be important as the data basis for technology trend 

detection, while others may prove less useful. The following lists various data 

sources and explains how they might contribute to technology trend detection. The 

listed data sources were selected by considering which sources can be used to 

make statements about IT technology trends. Thereby, it was taken into account 

which sources are widespread in the IT domain, have a great importance or are 

regularly used by IT professionals. For this purpose, various statistics and studies 

were considered and experts were spoken to and interviewed in an unstructured 

manner. 

Stack Overflow 

Stack Overflow by Stack Exchange, Inc. [29] is a popular question and answer 

website for developers and other people in the computer science domain which was 

founded in 2008. Stack Overflow provides a large community the opportunity to find 

questions and answers to technical challenges and contribute with their own 

knowledge. Registered users can post questions and answer questions posted by 

others. Furthermore, every question is required to have at least one tag. A Stack 

Overflow tag is a keyword or label that describes the topic of the question and is 

thus a means of sorting questions into specific, well-defined categories. Tags and 

their descriptions are created, maintained, and improved by the Stack Overflow 

community. [30] In addition, Stack Overflow provides its own trend tool based on 

the use of tags, as already mentioned in Section 2.2.1. 

In 2020, Stack Overflow was visited by an average of 50 million people each month, 

of which the industry estimates that about 20 to 25 million are professional 
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developers and university-level students [31]. According to other sources, Stack 

Overflow even had nearly 240 million unique visitors via organic search queries in 

May 2020 [32]. Compared to the number of software developers worldwide, which 

was 24.5 million in 2020 based on a survey [33], these access numbers show the 

dominance and importance of Stack Overflow. Besides, Stack Overflow's website 

is ranked 58th in the world according to the Alexa Rank [34], which is calculated 

using a combination of average daily visitors and page views to the site over the 

past three months. 

Based on these statistics, it is obvious that Stack Overflow has a large community 

that is interested in computer science and that publicly shares domain knowledge 

and data. In addition, Stack Exchange, the company behind Stack Overflow, 

provides an official API through which almost all data can be accessed free of 

charge [35]. These facts lead to the conclusion that it is a good decision to include 

Stack Overflow as a data source for identifying technology trends. 

Stack Overflow has also been mentioned in various scientific articles, such as the 

study by Johri and Bansal [36], who analyzed Stack Overflow questions with topic 

modeling algorithms to discover dominant topics in developer discussions. Wang et 

al. [37] conducted an empirical study to investigate how developers interact with 

each other on such a question and answer web site. Ban et al. [38] proposed an 

efficient method of supervised learning to identify potential topical experts in the 

Stack Overflow question and answer community. 

GitHub 

With over 200 million repositories, four million organizations, and 73 million 

developers, GitHub [39] is the largest source code repository in the world. 

Moreover, according to Alexa rank, GitHub is ranked 89th in the world in terms of 

average daily visitors and page views over the past three months [40]. 

In addition to git-based source code management services like clone, commit or 

push, GitHub also supports social coding features, such as giving developers the 

ability to show their appreciation to a repository by using the star button, which 

basically plays the same role as the "like" button on other social networks [41]. The 

number of stars of a repository can thus be seen as an indicator of its popularity. 

GitHub also provides the option to categorize repositories using topics. Topics are 

labels that create theme-based connections between GitHub repositories and allow 

users to explore projects by type, technology, language and more. Topics can also 

be curated by the community with additional information, such as descriptions, 

release date, or links, and can receive stars just like repositories. [42] GitHub topics 

and stars can be used as an indicator of technology trends because of the large 
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community behind them. Additionally, for technologies that are open-source and 

available as a repository on GitHub, the number of commits, number of people 

contributing, forks, stars, or similar can be used to detect and evaluate trends. 

Due to the importance of GitHub to modern software development, researchers 

have begun to study GitHub and mentioned it in several scientific articles by now. 

For example, a team of researchers including Borges et al. [41] predicts the 

popularity of GitHub repositories by forecasting their number of stars. Another study 

by Varuna and Mohan [43] performs trend predictions by analyzing the most 

relevant and recuring GitHub events such as create, fork, pull requests, or issues 

using time series analysis. Bao et al. [44] investigate if activity data collected on 

GitHub can be used to effectively predict whether newcomers to open-source 

software projects will become long-term contributors. 

Blogs and online forums 

Blogs and forums where people post information as well as their own experiences 

and opinions on computer science topics can also be considered useful for trend 

detection. It can be examined which technologies the community is currently 

blogging or writing more about. According to statistics on the leading sources of 

technical assistance for software developers worldwide, 55 percent of software 

developers seek technical support on development networks and forums [45]. 

Besides, according to a survey of more than 80,000 respondents, nearly 60 percent 

learned programming through online resources such as blogs and more than 30 

percent learned it through online forums [46]. Such studies demonstrate the 

popularity and usage of blogs and forums in the computer science community. 

Some of the larger and most popular blogs and forums sites currently include 

reddit.com (global traffic rank 21 [47]), quora.com (global traffic rank 80 [48]) and 

medium.com (global traffic rank 328 [49]). Although these blogs and forums have a 

large community and a high level of awareness, the topics discussed there are very 

diverse, making it difficult to determine the actual proportion of computer science 

topics. The previously mentioned Stack Overflow is also an online forum that is 

better suited for identifying technology trends, as it specializes only in the field of 

computer science and has the largest community in this area. 

Social media 

Social media platforms are also places where people post about technologies and 

share their knowledge, experiences, and opinions, and thus can also be used as a 

data source for identifying trends. In addition, people in the software engineering 

field frequently use social media platforms like Twitter or Facebook, which are 

playing an increasingly important role in software engineering research and practice 

[50]. In addition, "seeing what's being talked about," "sharing and discussing 
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opinions with others," and "work-related networking and research" are among the 

most popular reasons for internet users worldwide to use social media [51]. It can 

be assumed that these reasons are similarly popular in the computer science 

domain, thus making social media suitable for technology trend detection. The most 

popular social media platforms worldwide, ranked by number of active users, 

include for instance Facebook, YouTube, Instagram, or Twitter. YouTube, for 

example, is used in an academic study by Kadriu et al. [52] to examine trends of 

the most popular programming languages by analyzing learning tutorials. 

Job portals 

To gain insight into which technologies are currently being used in companies, job 

postings can be analyzed and mentions of technologies can be collected. This 

makes it possible to determine over time whether certain technologies currently 

tend to be in greater demand on the labor market or whether companies are looking 

less for certain technology skills. Job portals, which collect and publish job offers 

from many companies, can be used to query postings. 

According to a survey on the preferred recruitment sourcing channels for 

technology roles at organizations worldwide, job portals are the second most 

important channel after employee referrals [53]. There are numerous job portals, 

and depending on the geographical location, the best known for instance include 

linkedin.com, monster.com, indeed.com or glassdoor.com [54]. These portals can 

be used to search for job postings that mention technologies in order to track the 

development of technology demand in companies. In addition, the location can be 

included, and thus different geographic trends can be identified. 

Job postings are also used in scientific research to determine trends. For example, 

a research team around Bilal et al. [55], examined trends in the Pakistani software 

industry using data from online job portals to draw statistical conclusions related to 

industrial demand. In addition, Mrini et al. [56] developed a method for analyzing a 

job-posting website to discover trending words and terms in six different domains 

by applying text mining. 

Conferences 

Conferences and similar events are a great opportunity to share knowledge and 

experiences, promote technologies, and network. According to a survey, 

conferences, which nearly 60% of respondents attend regularly, are the third most 

common information source used by IT professionals worldwide for professional 

development [57]. 

Conferences can be distinguished between "academic" (or scientific / research) and 

“industrial” (or practitioner’s / user) conferences. [58] While academic conferences 
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primarily attract individuals and teams who work extensively on research programs, 

particularly at universities and research institutes, industry conferences appeal to 

practitioners at all levels [59]. Thus, academic conferences tend to be places where 

scientific results are presented and discussed, while industry conferences tend to 

bring together people from companies to discuss current technologies and 

products. Therefore, industry conferences are a good opportunity to find out which 

technologies are currently being talked about a lot and are thus trendy, as a large 

number of experts meet there. Academic conferences, in contrast, tend to report on 

research findings rather than technologies that have applications in industry and 

are thus less suited to technology trend detection. 

There are a vast number of industry conferences, most of which are held annually 

in various venues around the world or, currently due to the COVID-19 pandemic, 

increasingly online. While various assessments and rankings exist for academic 

conferences, such as H5 index, ERA 2010 ranking or CORE 2018 ranking [60], 

rankings of industry conferences are rare and difficult to verify. This complicates the 

selection and evaluation of industry conferences that should be used for trend 

identification. However, the largest and most popular conferences can be 

considered, or existing community-based rankings can be used for selection. 

Other 

In addition to the above-mentioned data sources, other sources may possibly also 

be used to identify technology trends. For example, scientific articles or patents 

could also be considered. Li et al. [61] for instance, used the case study of 

perovskite solar cell technology to identify and monitor development trends by 

analyzing a combination of patent data and Twitter data. Existing solutions for trend 

detection, as mentioned in Section 2.2.1, can also be used, especially for evaluation 

purposes. In the field of software development, there are various package 

managers that often provide trends and statistics as well, mostly based on the 

number of downloads. Well-known examples are npm9, NuGet10, Maven11 or 

PyPI12. Such package managers could also be included in the technology trend 

detection. 

Consequently, several data sources can be considered useful. Although each data 

source could add value in identifying technology trends, not all data sources can be 

 

9 https://www.npmjs.com, last access: 02-06-2022 

10 https://www.nuget.org, last access: 02-06-2022 

11 https://maven.apache.org, last access: 02-06-2022 

12 https://pypi.org, lasts access: 02-06-2022 

https://www.npmjs.com/
https://www.nuget.org/
https://maven.apache.org/
https://pypi.org/
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used due to the resulting complexity. Therefore, it is more reasonable to limit the 

data sources to a few high-quality and significant ones. 

2.3. Time series analysis 

Brockwell and Davis [62] define time series as a set of observations xt, each one 

being recorded at a specific time t. These observations can be of different nature, 

such as sales figures of a business at certain points in time, death rate, or the 

population figures of a country. The time span between the observations can also 

vary. For example, the observations of a particular time series data set can be made 

every second, every hour, every day, or every month. Regarding the temporal 

aspect of time series, a distinction can be made between discrete-time time series 

and continuous-time time series [62]. 

A time series is discrete-time when the observations are made at specific time 

intervals [62]. This means that the set of points in time at which observations are 

made is a discrete set. Usually, the records are observed at equal time intervals, 

such as hourly, daily, or monthly. Examples of discrete-time time series are the daily 

closing price of a stock or a stock index like the S&P 500 or a room temperature, 

which is measured every hour. 

Figure 4 shows the closing prices of the S&P 500 stock index for the first two weeks 

of the year 2022 as an example of a discrete-time time series data set [63]. Although 

the observations were made only once per trading day, the measurement points 

are connected by a continuous line for better visualization. 
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Figure 4: S&P 500 closing price [63] 

Continuous-time time series are obtained when the observations are recorded 

continuously over a period of time [62]. This means that there is an observed value 

at each point in the time interval. Examples of continuous-time time series are the 

continuous recording of a room temperature or the recording of ground shaking due 

to earthquakes and other seismic waves by a seismograph. 

Figure 5 shows the seismographic record from the Incorporated Research 

Institutions for Seismology [64] of the 2004 Indian Ocean earthquake with a 

magnitude of 9.1 as an example of a continuous-time time series. In contrast to 

discrete-time time series, the recordings were made continuously, and thus a 

measured value is available at each point in time. 

 
Figure 5: Seismographic record of the earthquake in the Indian Ocean in 2004 [64] 

Since, in general, most time series data are discrete-time data and all subsequent 

time series data mentioned in this thesis are discrete-time, no further distinction is 

made between discrete-time and continuous-time time series. All time series are 

treated as discrete time, unless otherwise stated. 

Furthermore, time series can be divided into univariate and multivariate time series 

[65]. While in univariate time series only one observation changes over time, in 

multivariate time series several observations simultaneously vary within the same 

time interval. In univariate time series, for example, only the room temperature is 

measured by one sensor, while in multivariate time series both the room 

temperature, the humidity, and the air pressure are measured. When analyzing and 
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building time series models, it is important to consider whether the time series are 

univariate or multivariate time series. 

In addition, the concept of stationarity can be used to distinguish between stationary 

and non-stationary time series [66]. Stationary time series have statistical properties 

such as mean, variance or covariance that do not change over time. In contrast, the 

statistical properties of non-stationary time series change over time. Moreover, this 

makes the probability of the occurrence of an expected value in the future constant 

for stationary time series, making it easier to predict and forecast stationary time 

series [14]. Time series can also be called trend stationary if they are stationary 

after a trend function (usually linear) of time has been removed from them [4].  

Figure 6 shows the plots of three examples of stationary and non-stationary time 

series with the axes observation and index [67]. The time series of the first diagram 

is stationary, since there are no time dependencies of the statistical properties 

mean or variance. The second time series is non-stationary with a trend that 

introduces a time-dependent mean. The third time series is also non-stationary, 

because the variance is time-dependent and increases over time. 
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Figure 6: Examples of stationary and non-stationary time series [67] 

In practice, most time series are not stationary, such as the economies of countries, 

because they grow, develop, and therefore have a trend that may be in the mean 

or variance [4]. 

Furthermore, non-stationary time series can also be seen as a composition of 

individual components with rather simple structures [14]. These components are 

predominantly the trend component, seasonal component, other cyclical 

component, and the irregular component or residual. A trend is understood to be a 

long-term average change in the observations over time. In the stochastic sense, 

the trend component is thus the (non-constant) mean function. Incidentally, the 

trend component of economic time series may have been the first to be 

distinguished, and with the seasonal component one of the first two to be analyzed 

[4]. Vogel [14] describes, that the seasonal component of time series is 

characterized by regular cyclical fluctuations that repeat annually. Usually, months 

or quarters are used as time intervals to extract any seasonality, but it might also 

be possible to determine seasonality on a weekly basis. Extracting the seasonal 

component can be particularly useful to better remove the trend component, as, for 

example, observations might increase compared to the previous year, but decrease 

seasonally. The other cyclical component includes other cyclical, long-term 

progressions that cannot be assigned to an annual rhythm and thus to the seasonal 
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component. These long-term cycles are often caused by external influencing factors 

and can be, for example, long-term price developments on a market like the pork 

cycle or business cycle, or astronomically caused periodic fluctuations like tides or 

the solar cycle. While the components mentioned so far are considered 

deterministic functions of time, the irregular component is a stochastic process. It 

contains the values that cannot be explained by the other components and are 

interpreted as random influences. 

Figure 7 shows the decomposition of an example time series into the trend, 

seasonal, and irregular component [68]. The figure shows four subgraphs, where 

the first one represents the original time series and the other three subgraphs 

represent the trend components, the seasonal component, and the irregular 

component extracted from the original time series, respectively. The cyclical 

component is not present in this time series and is therefore not shown. 

 
Figure 7: Example of a time series decomposed into its trend, seasonal, and irregular components [68] 

During the time series decomposition, each component is sequentially estimated 

and afterwards removed from the time series until only the stochastic error (the 

random component) is present [68]. The main purpose of time series decomposition 

is to provide a better understanding of the time series and it is also particularly 

relevant for creating time series models and making forecasts by adding or 

multiplying future estimates of the different components. 
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2.4. Natural language processing 

Natural Language Processing (NLP) is about computer systems and computational 

techniques that analyze, attempt to understand, or produce natural languages [69]. 

Natural languages are languages spoken or written by humans and used for 

general communication such as English, German, or Chinese [70]. The input to NLP 

systems can be in the form of text, spoken language, or keyboard input, and the 

task may be to translate into another language, understand and process the content 

of a text, create summaries, and many others [69]. NLP is a subfield of computer 

science, information engineering, and artificial intelligence [71] and as it is a broad 

field of science in this thesis, NLP is limited to the treatment of written text and its 

processing. The handling of spoken language, the generation of speech, or similar 

subfields, which are also subject to NLP, will not be discussed further here. 

NLP systems can be used to extract certain entities, such as persons, cities, 

countries, dates, or animals from a text and assign them to predefined categories. 

This process, called Named Entity Recognition (NER), is a prominent task in NLP, 

mainly used for information extraction [72]. Such NER systems are trained with a 

large pre-labeled dataset so that entities can be accurately extracted. There are 

specially adapted and trained NER systems for the software engineering domain, 

which extract certain entities such as technologies, versions, programming 

languages, variable names, or algorithms from software-specific texts. For 

example, Tabassum et al. [73] developed an NER system called SoftNER that was 

trained with about 15.000 annotated sentences from Stack Overflow and it can 

extract 20 software-specific entities, such as class or variable names, data types, 

HTML or XML tags, programming languages, or file types. Ye et al. [74] developed 

an NER system, called S-NER, which can recognize a variety of software entities 

for the categories of programming language, platform, API, tool/library/framework, 

and software standard. The system was trained with Stack Overflow questions, 

which were expanded using existing Wikipedia lists of programming languages, 

platforms, operating systems, etc. to obtain a pre-annotated dataset. NERSE is 

another NER system presented by Veera Prathap Reddy et al. [75], which was also 

trained by randomly selected Stack Overflow posts, and which can identify 22 

categories of entities specific to software engineering like tools, frameworks, data 

formats, or software roles. 

Furthermore, NLP systems can be used, for example, for spam filtering of e-mails, 

where the text of the e-mail is used to decide whether it is a spam message or not. 

In addition, it is also possible to analyze the texts of books and thereby decide which 

genre the respective books have. In both examples, NLP deals with the 

classification of text. Text classification, which involves assigning categories to 

documents, is one of the most important and typical tasks in supervised machine 

learning [71]. In the field of NLP, a variety of common machine learning approaches 
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are used, which can be distinguished between supervised, semi-supervised, and 

unsupervised and are briefly explained in the following [72]. In supervised learning, 

which is currently the dominant technique for NLP tasks and includes text 

classification, models are created that automatically derive rules from an existing 

training dataset. Common supervised machine learning techniques are, for 

example, Hidden Markov Model, Deep Learning, Support Vector Machines, 

Decision Trees, or Naïve Bays. In supervised machine learning, the algorithms are 

trained on sufficiently pre-labeled data in the training phase to build a model; then 

the model is used in the testing phase to test the results on data unknown to the 

machine learning algorithm but still pre-labeled. Finally, the model can be used to 

categorize or predict new and unlabeled data. Semi-supervised machine learning 

techniques in NLP, for example, involve bootstrapping, where only a small amount 

of supervision (pre-labeled data) is required. In unsupervised machine learning, no 

model is trained, but the task is to determine the intra- and inter-similarity between 

objects, or concretely in the case of NLP between text documents. The most 

common approach for unsupervised machine learning is clustering. 

When applying machine learning methods in the NLP domain, the representation 

of documents or texts is difficult, since the number of features (unique words or 

phrases) can often be large and diverse [76]. Besides, in order for machine learning 

algorithms to work efficiently, the text must first be converted into numerical 

features. One of the simplest and most naive methods of doing this is the so-called 

bag-of-words method, whereby each feature corresponds to a single word found in 

the text [77]. For example, a sentence of five unique words is converted into five 

features, each with a value of one. To get the individual words from a text, it must 

first be divided into tokens, usually splitting the text using punctuation marks, such 

as periods, commas, call signs, and white spaces. Before this tokenization step, 

other preprocessing steps can be performed, such as removing multiple 

consecutive whitespaces, punctuation or line breaks, removing email addresses or 

phone numbers, or removing HTML tags if the documents are web pages [78]. 

However, since NLP often deals with a large number of documents with countless 

different words or tokens, the number of features can easily reach orders of tens of 

thousands [76]. Many words that often appear in a text, such as "the", "a", "an", "or", 

"and", etc., also have no real added value and are not meaningful to be used as a 

separate feature. These words are the so-called stop words, which are mostly 

auxiliary verbs, conjunctions and articles and are usually removed from the text 

during preprocessing [76]. Another pre-processing step consists of making 

individual words or features more statistically independent by applying stemming 

algorithms, which commonly remove suffixes from words [77]. Thus, a stemming 

algorithm removes words with the same stem and keeps only the stem as a feature 

in the feature set [76]. For example, the words "train", "trainer", and "training" are 
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mapped to the stem "train" and only this is kept as a feature and not all three words. 

However, this approach can lead to poorer results in machine learning models, as 

words with the same stem can often have different meanings, but still be considered 

the same feature. For example, "train" and "training" are considered as the same 

feature, although the first word refers to the means of transportation, while the 

second word is associated with a sporting activity. One approach to possibly solve 

this issue is the so-called lemmatization. Lemmatization uses vocabulary and 

morphology analysis to return words to their dictionary form [79]. It also considers 

how the words are used, for example, as verbs or nouns, and matches synonyms 

using a thesaurus. Basically, lemmatization determines for each inflected word its 

base form, the lemma [80]. A problem arises from words that cannot be lemmatized 

because they are not included in the dictionary used for lemmatization. Such words 

are not affected by the lemmatization and are treated as separate features. 

After the most common pre-processing steps – described above – have been 

applied, the words or tokens have to be converted into numerical features. This is 

also called the creation of a vector representation of the text [76]. One of the 

simplest ways to do this is the so-called bag-of-words method, which has already 

been described briefly. This method simply counts the frequency with which a word 

occurs in a document. Another way is to use Boolean indicators, which tell whether 

a word occurs in the text or not. Another way is to normalize the number of 

occurrences of the words by various methods. For this purpose, the so-called Term 

Frequency – Inverse Document Frequency (TF-IDF) weighting scheme is one of 

the most common and widely used methods for normalizing and converting texts 

into a structured format [81]. The TF-IDF measure is a numeric value that indicates 

how important a word is to a document in a collection of documents (corpus). The 

value increases proportionally to the frequency of occurrence of a word in the 

document but is balanced by the frequency of the word in the corpus. This helps to 

control the fact that some words are generally more common than other words. The 

term frequency tft,d of TF-IDF describes how often a term t appears in a document 

d while the inverse document frequency idft,D describes the relevance of the term 

t in relation to all documents D [79]. Multiplying these two ratios gives the TF-IDF 

measure. 

Vector representations such as bag-of-words or TF-IDF are widely used, but they 

still have the disadvantage that they do not capture the distance or similarity 

between individual words [82]. This basically means that sentences that imply the 

same thing in terms of content but use completely different words for it, are 

considered to be different and there is no way to represent this similarity using the 

methods mentioned so far. To circumvent this limitation, so-called word 

embeddings can be used. According to Almeida and Xexeo [83] word embeddings 

are dense, distributed, fixed-length word vectors which are created using word co-
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occurrence statistics and often derived from neural network language models. 

Thereby, the word embeddings are created by learning the vector representation 

for each word using a neural network language model such that each word vector 

maximizes the log-likelihood of the neighboring words in a corpus [82]. This means 

that word embeddings provide a model that has a vector representation for each 

word with a fixed length, where the distance to similar words is the lowest and to 

different words the highest. For example, the vector distance of the word "king" to 

"man" is less than to "woman", while the distance of "queen" is closer to "woman" 

than to "man". Thus, semantic meanings of texts that do not use the same words 

can also be compared. Such word embedding models belong to unsupervised 

machine learning methods and are usually trained neural networks, which require 

huge amounts of data to learn [82]. Current state of the art word embeddings 

include word2vec [84], GloVe [85], ELMo [86], or BERT [87]. While the word 

embeddings ELMo and BERT are contextualized or dynamic representations, 

word2vec and GloVe are static embeddings [88]. Static embedding means that the 

fixed-length vector for a word does not change after learning, no matter in which 

context the word occurs [89]. For example, the word "bank" always has the same 

vector representation, regardless of whether the context refers to a seating 

accommodation or a financial institution. In dynamic representations, on the other 

hand, the vector changes depending on the context in which the word occurs [89]. 

For both variants, the accuracy of the embeddings increases the more data the 

models have been trained with. For the different word embedding approaches there 

are pretrained models, such as GloVe13 models that have been trained with two 

billion Twitter tweets or countless Wikipedia entries, or ELMo14 models that have 

been trained with approximately 800M tokens of news crawl data. 

Word embeddings have mostly been trained with general data sets, such as 

Wikipedia entries or news data. However, there are also models that are domain-

specific, such as models that have been trained specifically for the software 

engineering domain. The advantage of such specially trained models is that they 

have been trained with texts containing the technical jargon. For example, Biswas 

et al. [90] created an adapted BERT model for the benefit of sentiment analysis of 

stack overflow posts, which was fine-tuned and trained by stack overflow posts, 

thus achieving a significant improvement over conventional BERT models. Theeten 

et al. [91] trained an embedding model for software libraries so that the library 

vectors created by applying word2vec capture semantically significant relationships 

between software libraries and the relationship between frameworks. Another 

 

13 https://nlp.stanford.edu/projects/glove, last access: 02-06-2022 

14 https://allenai.org/allennlp/software/elmo, last access: 02-06-2022 

https://nlp.stanford.edu/projects/glove
https://allenai.org/allennlp/software/elmo
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word2vec model was published by Efstathiou et al. [92] who trained the embedding 

model by using more than 15 GB of text data from Stack Overflow posts to obtain 

a domain-specific pre-trained model for improved software engineering text 

processing. 
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3. Implementation 

This chapter describes the implementation of the prototype for the automatic 

detection of technology trends. The most important aspects needed to achieve the 

objectives described in Sections 1.2 and 1.4 are presented. By implementing the 

prototype, the second research question stated in Section 1.2 can be answered. It 

is demonstrated how different data sources can be used to create an objective tool 

that can automatically identify technology trends with as little human input as 

possible. In this thesis, not the entire source code or all implementation steps for 

the creation of the prototype are described, but only the most important parts are 

outlined and discussed in more detail. Not only the final solution paths are 

presented, but also potential solution paths are shown, and it is described which 

limitations or restrictions these entail. In addition, the solutions used in the prototype 

are described and it is explained why these solutions were chosen. 

In the beginning, a short overview of the prototype's architecture is presented in 

Section 3.1. The different components are described, and it is explained how they 

interact. Furthermore, it is mentioned which technologies have been used for the 

development of the prototype. Section 3.2 describes how the prototype can 

automatically detect technologies. To this end, possible solutions that were not 

implemented are first presented in Section 3.2.1. Then, Section 3.2.2 presents the 

solution implemented in the prototype in detail. Afterwards, Section 3.3 describes 

how the detected technologies can be linked to other data sources. In particular, 

the handling of possible differences in the spelling of technology names between 

data sources is discussed. GitHub is used as an example of a data source which 

linkage was implemented in the prototype. Section 3.4 describes how the prototype 

can automatically identify trends based on the underlying datasets of GitHub and 

Stack Overflow. To this end, possible solutions that were not implemented are first 

presented in Section 3.4.1. Section 3.4.2 describes the solution implemented in the 

prototype. Finally, Section 3.5 explains how the trendiest technologies can be 

displayed on radars.  

3.1. Overview 

This section gives a short overview of the implementation of the prototype. In 

particular, the architecture of the prototype is briefly described and the technologies 

used for the implementation are explained. Figure 8 provides an overview of the 

prototype architecture which consists of five parts. From top to bottom, the 

architecture starts with the frontend, which is the user interface implemented in the 
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form of a web application. The frontend web application framework Angular15 was 

used for this purpose. 

The frontend communicates via a REST API with the backend for frontend, which 

acts as an intermediate layer between the frontend and the backend services. The 

backend for frontend is a pattern that operates as an orchestration layer that calls 

and combines responses from multiple backend services [93]. Thus, the frontend 

only needs to communicate with one service, which increases independency, 

flexibility, and modifiability. The backend for frontend was implemented in Java 

using the Spring Boot16 framework.  

The backend for frontend communicates with two backend services: a Java 

backend service and a Python backend service. The Java backend service, also 

implemented using Spring Boot, is primarily responsible for querying the data 

sources. For this purpose, a scheduler is implemented that queries the data sources 

Stack Overflow and GitHub periodically (weekly, but customizable) and persists the 

data retrieved from there. More details about querying the data sources are 

described in Sections 3.2.2 and 3.3. In addition, the classification scheduler calls 

the classification service of the Python backend every time the data sources have 

been queried. These functionalities implement the detection of technologies, which 

is described in more detail in Section 3.2. The Python backend additionally 

implements the calculation of the trends, as described in Section 3.4.2 and the 

creation of the radars, as described in Section 3.5. Both the Java backend and the 

Python backend provide their functionalities via a REST API. In addition, both use 

a PostgreSQL17 database to persist the data. 

 

15 https://angular.io, last access: 02-06-2022 

16 https://spring.io/projects/spring-boot, last access: 02-06-2022 

17 https://www.postgresql.org, last access: 02-06-2022 

https://angular.io/
https://spring.io/projects/spring-boot
https://www.postgresql.org/
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Figure 8: Architecture overview of the prototype 

3.2. Detection of technologies 

This section describes how technologies that are relevant for the trend detection 

tool can be discovered. The objectives presented in Section 1.2 are taken into 

account by considering only concrete software technologies such as programming 

languages, frameworks, tools or the like as relevant for the prototype. General terms 

that can also be labeled as technologies, such as blockchain or artificial intelligence, 

are considered irrelevant for this tool. Additionally, new technologies must be 

discovered quickly to have them on the radar as soon as possible. It should also be 

noted that the technologies should be detected without human interference, if 

possible. Section 3.2.1 presents and discusses possibilities that were considered 

for the automated recognition of technologies. Section 3.2.2 describes the approach 

implemented in the prototype. 

3.2.1. Possible solutions 

This section describes possible approaches to automatically detect technologies. 

However, these possibilities are not implemented in the prototype. Nevertheless, 
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they are briefly mentioned and described to show various perspectives and 

considerations as well as limitations. 

Manually by humans 

The first possible solution to provide technologies for the prototype is to outsource 

the technology discovery process to humans. Thus, a manually maintained list of 

technologies could be created and made available to the prototype. For the further 

trend detection steps, only the technologies that are on this list are used. This list 

can be provided in a standardized format, such as XML, CSV, or as JSON file. In 

addition, a simple user interface can be created where people can enter the 

technologies that are known and relevant to them. 

The process of discovering technologies is thus entirely the responsibility of 

humans. This can be done, for example, by making a specific person or group of 

people accountable who are well-versed in the domain of software technologies so 

that the list is continuously maintained and expanded. For instance, in a company 

this task can be assigned to a suitable team with sophisticated know-how. In 

addition, a cross-team collaboration of experienced employees can be created to 

include information and expertise from a wide variety of areas. Thus, technologies 

from different areas can be discovered and the list is not limited to the known 

technologies of one team' s field of application. For example, this is the case with 

the Technology Radar by Thoughtworks, Inc. described earlier in Section 2.2.1. 

Here, a group of senior technologists collects technologies based on their daily work 

and conversations with people inside and outside the company. In addition, there 

is also the opportunity of opening the process of technology discovery to all 

employees of a company. The advantage is that the experience and knowledge of 

many different employees can be collected and thus possibly more technologies 

can be gathered. In the case of the Zalando Tech Radar, which was also described 

in Section 2.2.1, the radar is open for contribution from all engineering teams at 

Zalando and depends on their active participation. 

The advantage of this method of collecting technologies is that humans can 

precisely identify and define relevant technologies. Employees, for instance, know 

which technologies are relevant and irrelevant and can collect them accordingly. 

Furthermore, additional information, such as links to the technology's websites or 

short descriptions, can be captured. In addition, humans can easily organize 

technologies into categories, such as frameworks or programming languages, 

which can provide a better overview of the technology landscape. Thus, people can 

make good decisions about which technologies are relevant and precisely enrich 

them with additional information. 
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The disadvantage, on the other hand, is that this method relies on the active and 

continuous collaboration of humans. People must actively provide new technologies 

to the tool, and preferably as soon as possible after the technology becomes known. 

Another problem is that people within a company tend to use the same technologies 

and operate in certain areas. This can lead to a kind of organizational blindness, so 

that technologies from certain areas are not even known to employees and thus 

never make it onto the radar. It would therefore be beneficial to collect information 

on technologies from different companies to avoid operational blindness. 

Stackshare by StackShare, Inc., which was mentioned in Section 2.2.1, pursues 

such an approach. It relies on the contribution of companies and developers to 

disclose the technologies they use to obtain a large collection of technologies. This 

method also puts the gathering of technologies in the hands of humans. However, 

it is not limited to one person, a team, or a company, but potentially any person can 

contribute. Thus, the process of detecting technologies is crowdsourced. 

In this method, the tool relies only on the active collaboration of humans. It is critical 

that people actively participate while knowing that certain technologies exist in the 

first place and that they report them reliably as well. Thus, it must be known that the 

tool exists, and new technologies must be constantly made available to it to be able 

to achieve a practicable solution. 

Using existing listings 

Another way of getting the technologies is to use existing lists, such as aggregated 

lists from the free online encyclopedia Wikipedia. For instance, there is a list of 

programming languages18, a list of server-side web frameworks19, lists of database 

management systems20, and many more. These lists can be used to obtain a 

collection of relevant technologies. Although Wikipedia listings are also created by 

humans, this solution differs from the one explained before insofar as the Wikipedia 

listings were not created for the prototype, but only existing ones are used. The 

advantage is that Wikipedia is already well known and thus many people are 

involved in the maintenance and creation of such lists. However, a significant 

drawback is that these lists may not necessarily include all technologies, as new 

technologies, in particular, do not have their own Wikipedia entry early on. For 

example, the listing of CSS frameworks21 does not include TailwindCSS and there 

 

18 https://en.wikipedia.org/wiki/List_of_programming_languages, last access: 02-06-2022 

19 https://en.wikipedia.org/wiki/Comparison_of_server-side_web_frameworks, last access: 02-06-2022 

20 https://en.wikipedia.org/wiki/Lists_of_database_management_systems, last access: 02-06-2022 

21 https://en.wikipedia.org/wiki/CSS_framework, last access: 02-06-2022 

https://en.wikipedia.org/wiki/List_of_programming_languages
https://en.wikipedia.org/wiki/Comparison_of_server-side_web_frameworks
https://en.wikipedia.org/wiki/Lists_of_database_management_systems
https://en.wikipedia.org/wiki/CSS_framework
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is no Wikipedia entry for it, just as there is no entry for the observability technology 

OpenTelemetry. Another disadvantage is that not all lists have the same structure 

and sometimes not every tool is assigned to a specific listing. In addition, all 

possible lists must first be discovered and collected, and afterwards the contents 

can be loaded from them. The content can be retrieved and saved using web 

scraping. Thereby the HTML document is parsed, and the relevant information is 

extracted and saved. This method can cause difficulties, because not all listings are 

structured the same way. For example, the above-mentioned list of programming 

languages is structured as bullet points, while the list of web frameworks is in tabular 

form. With web scrapping, a separate scrapper must be created for each list due to 

the different HTML structures to be able to query all lists continuously. Besides, if 

the structure of a list changes, the scrapper must be adapted again.  

One solution to the problem of accessing Wikipedia lists would be to use Wikidata. 

Wikidata22 is a free and open knowledge database that stores structured data from 

Wikipedia and other similar online lexica. The advantage of Wikidata is that it is an 

open knowledge base where the data points are highly interlinked and connected 

to many other datasets [94]. This allows a simple and structured query of data, 

which is possible for example by using the query language SPARQL. An item, such 

as Java23, is thus linked to other items and can be assigned to classes, such as 

programming language. Using SPARQL, queries can thus be defined, to, for 

example, return all items of the programming language class. The results are 

returned in a structured form, such as JSON. Different classes exist, such as 

software framework, web framework, database management system and many 

more. These classes are also partially organized hierarchically. This simplifies the 

continuous querying of technologies considerably, as the data is structured and can 

be accessed in a standardized manner. However, there is still the issue that some 

technologies, especially new ones, are not yet created as Wikidata items. For 

example, as mentioned above, there is also no entry for OpenTelemetry, but at least 

there is an entry for TailwindCSS. 

Named Entity Recognition 

Named Entity Recognition (NER) systems, as described in Section 2.4, can also be 

used to detect technologies. Entities or objects are automatically recognized in a 

written text and are assigned to a class, such as programming language, 

framework, or database system. A NER system can thus be applied, for example, 

to web pages that are targeted for analysis of technology trends in order to obtain 

 

22 https://www.wikidata.org, last access: 02-06-2022 

23 https://www.wikidata.org/wiki/Q251, last access: 02-06-2022 

https://www.wikidata.org/
https://www.wikidata.org/wiki/Q251
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a list of technologies. Thus, if technologies are mentioned on the web pages, ideally 

the NER system should categorize them as technology. 

In contrast to the methods mentioned so far, this approach follows a different 

procedure. In this case, technologies are discovered only based on the data 

sources that are intended to be used for trend detection, whereas in the other 

methods, a collection of all technologies is created first and the data sources are 

analyzed afterwards. This means that technologies that are not mentioned on the 

websites or data sources analyzed by the NER system are not known to the 

Trending Tech Radar. Thus, data sources cannot be searched specifically based 

on a list of technologies, but the data sources themselves are used to discover 

technologies. 

Furthermore, NER systems are usually trained based on a large amount of pre-

learned data [72]. This means that the entities that should be recognized by a NER 

system must first be tagged manually. This can also lead to difficulties since a NER 

system must first be trained accordingly to be able to recognize technologies 

accurately. There are optimized NER systems for the software engineering domain, 

such as the already mentioned SoftNER [73], the S-NER [74], or the NERSE [75]. 

These systems were trained on pre-labeled datasets to discover as many entities 

as accurately as possible in a text. For example, the S-NER system was trained 

using Wikipedia lists of programming languages and the like [74]. This leads to the 

limitation that the names of new technologies cannot be recognized by the system 

as entities and thus the system must be constantly retrained to be able to recognize 

new technologies in the future. This in turn results in the limitation that in particular 

new technologies cannot be automatically detected by the system at an early stage 

and thus only land on the radar with a delay, if at all. 

3.2.2. Implemented solution 

The approach described in this section is the one that was finally implemented in 

the prototype. Primarily, the Q&A platform Stack Overflow, which has already been 

described in Section 2.2.2, is used for the detection of technologies. As mentioned 

earlier, Stack Overflow has a large and active community base that can be used to 

discover technologies. Consequently, it is not necessary to build a separate 

community, as described in Section 3.2.1. On Stack Overflow, questions are asked 

about software engineering topics, which can be labeled with so-called tags. These 

tags are created, maintained, and improved by the community (Stack Exchange, 

Inc., 2021d). Currently, there are approximately 66,800 tags [95]. These tags are 

constantly being extended and updated. Not every user is allowed to create or edit 
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tags, but a certain level of reputation24 (points received from users for helpful 

interaction) is required (Stack Exchange, Inc., 2021d). This should ensure a certain 

quality of the tags and their content. Thus, an existing list of Stack Overflow tags is 

used to discover technologies from it. The difference to the approach described in 

Section 3.2.1 is that in this case the list was created by a large software engineering 

related community and is thus correspondingly extensive and has a certain level of 

quality. For instance, Stack Overflow tags with descriptions exist for the two 

examples OpenTelemetry and TailwindCSS [95], which were mentioned in Section 

3.2.1 and for which there are no entries in Wikipedia or Wikidata and they are not 

included in any lists. 

Figure 9 shows a listing of the top 16 tags ranked by the number of questions asked 

[95]. It shows that the tags mostly describe technologies, such as JavaScript, 

Python, Java, Node.js, or MySQL. However, there are also tags that are not a 

technology, such as the tag "arrays", which describes a data structure. Thus, it is 

not reasonable to consider the complete list of tags as technologies, since this 

would include terms that are not technologies, such as “arrays”, “json”, “xml”, or 

“multithreading”. 

 

24 https://stackoverflow.com/help/privileges, last access: 02-06-2022 

https://stackoverflow.com/help/privileges
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Figure 9: Top 16 Stack Overflow tags ranked by the number of questions asked [95] 

In order to get all relevant technologies from the list of tags, all tags with the 

corresponding descriptions have to be loaded first as it can be decided on the basis 

of the description whether a tag is a relevant technology or not. The decision 

whether a tag is relevant or not is made by applying NLP methods, specifically a 

supervised machine learning model. The process is described in more detail below. 

Loading of all tags 

Stack Exchange, Inc, the company behind Stack Overflow, offers two ways to 

officially access data. First, the Stack Exchange Data Explorer25 can be used to 

access Stack Overflow's public dataset directly using T-SQL queries. These queries 

can be executed in the browser and the results can be downloaded as CSV files. 

This approach thus requires manual steps and is therefore not suitable for 

integration into an automated tool. The second option is to use the public Stack 

Exchange REST API26. It provides the ability to access a variety of available 

resources via API calls, including tags. In order to use the API efficiently to its full 

extent and with as few limitations as possible, there are several aspects that must 

 

25 https://data.stackexchange.com, last access: 02-06-2022 

26 https://api.stackexchange.com, last access 02-06-2022 

https://data.stackexchange.com/
https://api.stackexchange.com/
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be taken into account, which are described on the Stack Exchange API 

documentation page [35]. Basically, the program that accesses the API should be 

registered on Stack Apps to get a request key. This can be used to request an 

access token, which must be provided with each request to receive the daily 

maximum of 10,000 requests. In addition, there is a limit of 30 requests per second 

per IP. Furthermore, the API returns all responses in JSON. 

The API offers via the /tags endpoint27 the possibility to fetch Stack Overflow tags 

and filter them by certain criteria. With the API call displayed in Listing 1, the top 30 

tags ranked by the number of questions asked (most popular tags) are returned. 

/tags?order=desc&sort=popular&site=stackoverflow  
Listing 1: API call for accessing the top 30 Stack Overflow tags, ranked by the number of questions asked 

The API response is in JSON and is presented in Listing 2. The result was truncated 

in line 17 to save space. The names of the tags (name) are returned with additional 

information, such as whether synonyms exist (has_synonyms) and how many 

questions are available for the respective tag (count). The synonyms (which are not 

visible in the sample response but can be additionally queried by setting a filter), as 

well as the counts are stored by the prototype. The synonyms are useful for linking 

to other data sources as described in Section 3.3. The counts, which are saved 

periodically (weekly, but customizable) are used to calculate the trends, as 

described in more detail in Section 3.4.2. Furthermore, it is indicated that more 

entries exist (has_more) and how many API requests are still available 

(quota_remaining). Since no access token and request key were specified for this 

request, the number of possible API calls is limited to 300 (quota_max). URL 

parameters can be used to request additional information, such as the last time a 

tag was used, the synonyms, the total number of tags, or the current page by adding 

the filter parameter as well as to provide the access token and request key. 

 

27 https://api.stackexchange.com/docs/tags, last access: 02-06-2022 

https://api.stackexchange.com/docs/tags
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01 { 
02   "items": [ 
03     { 
04       "has_synonyms": true, 
05       "is_moderator_only": false, 
06       "is_required": false, 
07       "count": 2358331, 
08       "name": "javascript" 
09     }, 
10     { 
11       "has_synonyms": true, 
12       "is_moderator_only": false, 
13       "is_required": false, 
14       "count": 1924512, 
15       "name": "python" 
16     }, 
17     ... 
18   ], 
19   "has_more": true, 
20   "quota_max": 300, 
21   "quota_remaining": 283 
22 }  

Listing 2: Sample response from api.stackexchange.com/2.3/tags 

In addition, the /tags/{tags}/wikis endpoint28 is required, which provides the ability 

to load tag descriptions. For this, up to 20 tags can be quoted per API call to retrieve 

their descriptions. A tag can have a short description, the excerpt, and a longer 

more detailed description, the body. The API offers the possibility to get both 

descriptions. The API called displayed in Listing 3 can be used to query the 

descriptions for the tags java and python. 

/tags/java;python/wikis?site=stackoverflow&filter=!bE8KGccwVkr(bR  
Listing 3: API call for accessing the descriptions of the Stack Overflow tags java and python 

In this case, the filter parameter was used to limit the result. Besides, when calling 

the /tags/{tags}/wiki endpoint, it is important to ensure that the URL is encoded 

appropriately, as tag names are quoted in the URL. This can lead to problems if 

reserved URL characters appear in the tag names, as is the case with C# or C++. 

Listing 4 shows the result of the API request. The properties excerpt and body were 

shortened to save space. The body properties are not plain text but contain HTML 

tags.  

 

28 https://api.stackexchange.com/docs/wikis-by-tags, last access: 02-06-2022 

https://api.stackexchange.com/docs/wikis-by-tags
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01 { 
02   "items": [ 
03     { 
04       "excerpt": "Java is a high-level object oriented programming ...", 
05       "body": "\n<p><a href=\"https://www.java.com/en/\" rel= ...", 
06       "tag_name": "java" 
07     }, 
08     { 
09       "excerpt": "Python is a multi-paradigm, dynamically typed, ... ", 
10       "body": "<p><a href=\"https://www.python.org\" rel= ... ", 
11       "tag_name": "python" 
12     } 
13   ], 
14   "has_more": false, 
15   "quota_max": 300, 
16   "quota_remaining": 252 
17 }  

Listing 4: Sample response from api.stackexchange.com/2.3/tags/java;python/wikis 

By accessing the two endpoints /tags and /tags/{tags}/wikis, all tags including their 

descriptions can be loaded and saved. Incrementally all pages of /tags are loaded 

until the has_more attribute is false. Additionally, all tag descriptions are loaded by 

repeatedly calling the /tags/{tags}/wikis endpoint with the maximum number of 20 

tags until all tag descriptions have been retrieved. Thus, for the fetching of 20 tags 

incl. description two API calls are necessary. This results in a total of 6,200 API 

calls for approximately 62,000 tags and is thus within the daily limit of a maximum 

of 10,000 API calls. In the implementation of the prototype, all tags with descriptions 

can be loaded and persisted within approximately 45 minutes. In case of high server 

load, a backoff indicator is sent by the Stack Exchange API, which can be dealt with 

by waiting a few seconds until the next API call. 

Preprocessing of tag descriptions 

After all tags and their descriptions have been fetched from the API, the descriptions 

must be prepared so that they are suitable for the subsequent steps. Listing 5 

presents the Python implementation of the NLP preprocessing steps. First, all 

descriptions of a tag are merged to a full description and then all tags including their 

full descriptions are loaded into a pandas29 DataFrame with the variable name tags. 

Pandas is an open-source data analysis and manipulation tool for Python. Only tags 

with an existing full description are loaded, which results in approximately 44,800 

tags. Afterwards, all HTML tags in the descriptions are removed to get only the plain 

text of the descriptions (lines 5 to 7). The parser library Beautiful Soup30 is used for 

this purpose. HTML-encoded characters are then unescaped, so that, for example, 

the text "don&#39;t" becomes "don't" (lines 9 to 11). Then, using regular 

 

29 https://pandas.pydata.org, last access: 02-06-2022 

30 https://beautiful-soup-4.readthedocs.io/en/latest, last access: 02-06-2022 

https://pandas.pydata.org/
https://beautiful-soup-4.readthedocs.io/en/latest
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expressions, multiple consecutive spaces, tabs, and line breaks are replaced with 

a single whitespace character (lines 13 to 15). Finally, all line breaks (even single 

ones) are replaced by a single whitespace (lines 17 to 19). 

01 from bs4 import BeautifulSoup as BS 
02 import html 
03 import re 
04 
05 # remove all html tags 
06 tags['description'] =  
07  tags['description'].apply(lambda d: ''.join(BS(d).findAll(text=True))) 
08 
09 # fix html encoded chars like &#39; 
10 tags[''description''] =  
11  tags['description'].apply(html.unescape) 
12 
13 # substitute multiple spaces, tabs and linebreaks with a single space 
14 tags['description'] =  
15  tags['description'].apply(lambda d: re.sub('\s{2,}', ' ', d)) 
16 
17 # substitute all \n with a single space 
18 tags['description'] =  
19  tags['description'].apply(lambda d: re.sub('\n', ' ', d))  

Listing 5: Preprocessing steps for tag descriptions 

After the preprocessing steps, all tags that have no description or only have an 

empty description (only whitespaces) are removed from the DataFrame, because 

only tags with an existing description can be processed further. Tags without 

descriptions are thus not considered technologies. This results in a total number of 

approximately 43,000 remaining tags. 

Creation of a supervised training set 

A pre-labeled training set is needed for training the supervised machine learning 

model that classifies whether a tag is a relevant technology or not. This is called 

binary classification since the tags are to be divided into two groups. Since there is 

no pre-labeled classification of the tags, the labeled training set must be created 

individually. This can be done by manually labeling a subset by humans, which 

results in an accurate training set, but is time-consuming. In order to save time and 

proceed more efficiently, a different approach was chosen which is described 

below. 

Looking at the dataset, it is noticeable that many tag descriptions include a sentence 

describing what the tag is. In the example of the tag java, the first sentence of the 

description is "Java is a high-level object-oriented programming language.". In the 

case of vue.js, for instance, the description contains the sentence “Vue.js is an 

open-source, progressive JavaScript framework…”. Thus, many tag descriptions 

follow the pattern “[tag] is [object]”. This pattern can be used to automatically create 

a prelabeled training set. 
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For this purpose, the free open-source NLP library spaCy31 is used to analyze the 

syntactic dependencies of the sentences. Thereby the relation between tokens of a 

sentence is analyzed. Listing 6 shows how the dependency tree of the tag java is 

created and displayed by using spaCy. The dependency tree can be seen in Figure 

10. First, the English NLP model is loaded (lines 4 to 5) and then the description is 

passed to the model (line 7). Afterwards, the dependency tree is displayed in a 

space-saving way using displacy with the compact option (line 9). 

01 import spacy 
02 from spacy import displacy 
03 
04 spacy.cli.download('en_core_web_lg') 
05 nlp = spacy.load('en_core_web_lg') 
06 
07 doc = nlp('Java is an object oriented programming language.') 
08 
09 displacy.serve(doc, style='dep', options={'compact': True})  

Listing 6: Creation of a spaCy dependency tree 

Figure 10 shows the dependency tree of the description of the tag java. The arrows 

represent the syntactic relationships of the tokens (words), the Universal 

Dependency Relations [96]. The attributes below the tokens are universal part-of-

speech categories and are not required for further use. The term "is" refers to the 

nominal subject, which is the tag name “java” (ignoring case sensitivity), and thus 

the nsubj relation exists between "is" and "java". Besides, the term "is" has the 

grammatical root relation, but this is not represented in the dependency tree. 

Additionally, the term "is" refers to the object of the sentence "language" through 

the attr relation. In this case, the attr relation indicates a nominal phrase. The 

remaining relations are irrelevant for the use case. 

 
Figure 10: spaCy dependency tree for the tag java 

With the help of the spaCy DependencyMatcher32 the dependency trees can be 

queried for matching patterns. This is used to filter the tag descriptions on the 

 

31 https://spacy.io, last access: 02-06-2022 

32 https://spacy.io/api/dependencymatcher, last access: 02-06-2022 

https://spacy.io/
https://spacy.io/api/dependencymatcher
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pattern "[tag] is [object]" to get the descriptive objects of the tags. Listing 7 shows 

the use of the DependencyMatcher for the tag description of java.  

In the variable dep_pattern, a list of dictionaries is used to define the pattern 

according to which the description is searched for matches (lines 6 to 19). Each 

dictionary describes a token to match and has a unique id (RIGHT_ID) The pattern 

starts at the root element of the sentence, which has the lemma form "be" (line 8). 

Thus, the matching root element can also be the term "is", "are", or "was", among 

others. The next pattern token must match the tag name in lower-case form and 

must have the nsubj relation (line 13). The pattern token with the RIGHT_ID "is" is 

the immediate parent of this token, which is specified using the relation option 

(REL_OP) “>” (line 11). The last pattern token must have the attr relation and have 

the pattern token with the RIGHT_ID "is" as its immediate parent (lines 15 to 18). 

Afterwards, the DependencyMatcher is initialized, and the list of pattern tokens is 

added (lines 21 to 22). Then, the DependencyMatcher is applied to the description 

(line 24) and if matches exist, the first match is accessed (line 26). Finally, the value 

of the third matching token pattern is printed (line 27), which in this case is the term 

"language". 

01 from spacy.matcher import DependencyMatcher 
02 
03 tag = 'java' 
04 doc = nlp('Java is an object oriented programming language.') 
05 
06 dep_pattern = [{ 
07     'RIGHT_ID': 'is', 
08     'RIGHT_ATTRS': {'LEMMA': 'be', 'DEP': 'ROOT'} 
09 }, { 
10     'LEFT_ID': 'is', 
11     'REL_OP': '>', 
12     'RIGHT_ID': 'tag_name', 
13     'RIGHT_ATTRS': {'DEP': 'nsubj', 'LOWER': tag} 
14 }, { 
15     'LEFT_ID': 'is', 
16     'REL_OP': '>', 
17     'RIGHT_ID': 'tag_class', 
18     'RIGHT_ATTRS': {'DEP': 'attr'} 
19 }] 
20 
21 dep_matcher = DependencyMatcher(nlp.vocab) 
22 dep_matcher.add('DEP_PATTERN', [dep_pattern]) 
23 
24 matches = dep_matcher(doc) 
25 if matches: 
26     match_id, token_ids = matches[0] 
27     print(doc[token_ids[2]].text) # prints language  

Listing 7: Usage of the spaCy DependencyMatcher 

The DependencyMatcher with the pattern defined in Listing 7 can be applied to the 

descriptions of all tags, resulting in about 1,280 different matching classes for 

approximately 12,000 tags. The five classes with most matches are "library", 
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"framework", "tool", "class", and "language". Other identified classes are for 

example "command", "technique", "IDE", "format", “algorithm”, or "protocol". Table 

1 presents a sample of the classes with associated tags. In addition, it is also 

indicated whether the class/tags are relevant or irrelevant. 

class tags relevant / irrelevant 

framework asp.net, django, angularjs, spring, laravel relevant 

language javascript, java, html, c++, css relevant 

technique ajax, plot, binding, regression, refactoring irrelevant 

algorithm 
mapreduce, rsa, quicksort, apriori, 

doc2vec 
irrelevant 

protocol ldap, xmpp, mqtt, telnet, midi irrelevant 

standard opengl, unicode, bluetooth, openid, mp4 irrelevant 

Table 1: Examples of identified classes with their associated tags and binary classification 

Tags with certain classes can thus be considered relevant technologies, for 

instance those with the classes "framework" or "language", while other classes like 

"technique", "algorithm", or "format" are considered irrelevant. This results in a pre-

labeled set that classifies tags into relevant and irrelevant. In total, about 3,000 tags 

are pre-labeled with this method, where about 1,600 tags are relevant and about 

1,400 tags are irrelevant. This pre-labeled set can be used as a training set for a 

supervised machine learning model, which classifies the tags into relevant and 

irrelevant based on the descriptions. 

Training a machine learning model 

Using the pre-labeled training set, a machine learning model is created that 

classifies tags into relevant and irrelevant based on their descriptions. In total, a 

training set of about 3,000 pre-labeled tags is available for the creation of the 

machine learning model. First, the descriptions of the tags must be prepared for the 

creation of the model. The tag descriptions must be prepared by applying the pre-

processing steps already described in Listing 5. Afterwards, the descriptions are 

divided into tokens by using the already mentioned NLP library spaCy as presented 

in Listing 8. In addition to the creation of the tokens, special tokens like stop words, 

punctuation marks, numbers, and the like are removed because they do not add 

further value to the descriptions. To remove the stop words, a predefined list of 
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English stop words from the Natural Language Toolkit33 (nltk) is used, which is 

loaded at first (lines 1 to 5). The description of a tag is passed to the create_tokens 

method. First, the spaCy NLP model is applied to the description in lower case form 

(line 8). The parser, named entity recognition, and the text categorizers are disabled 

to increase the performance. Afterwards all tokens of the description are filtered by 

removing all punctuation, numbers, currencies, stop words, and the like (lines 10 to 

21). Finally, the filtered tokens are returned by the method. The last line of Listing 

8 presents how the create_tokens method is applied to all tags (line 24). 

01 import nltk 

02 from nltk.corpus import stopwords 

03 

04 nltk.download('stopwords') 

05 stop_words = stopwords.words('english') 

06 

07 def create_tokens(description): 

08     doc = nlp(description.lower(), disable=['parser', 'ner', 'textcat']) 

09   

10     tokens = [ 

11         token.text for token in doc 

12         if token.text not in stop_words 

13            and token.is_punct == False 

14            and token.like_num == False 

15            and token.is_currency == False 

16            and token.is_quote == False 

17            and token.is_bracket == False 

18            and token.is_right_punct == False 

19            and token.is_left_punct == False 

20            and token.is_space == False 

21     ] 

22     return tokens 

23   

24 tags['tokens'] = tags['description'].apply(lambda d: create_tokens(d))  
Listing 8: Creation of tokenized descriptions 

After the tokenized descriptions are created, they must be transformed into vector 

representations so that machine learning models for classification can be applied. 

As already described in Section 2.4, there are different approaches to create such 

vector representations. Different vector representations are tested with different 

classification models to select and use the most accurate combination. The NLP 

model of spaCy contains a vector representation34 which can be accessed directly 

as a property. This is a 300-dimensional vector, which is created in the case of 

sentences as the average of the individual word vectors. Words which are not in 

the vocabulary are represented as a vector with 300 zeros. 

 

33 https://www.nltk.org, last access: 02-06-2022 

34 https://spacy.io/usage/linguistic-features#vectors-similarity, last access: 02-06-2022 

https://www.nltk.org/
https://spacy.io/usage/linguistic-features#vectors-similarity
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In addition to the spaCy vector, a TF-IDF vector is also created as shown in Listing 

9. For the creation of the TF-IDF vector, the TfidfVectorizer from the scikit-learn35 

package is used, which is imported at the beginning (line 1). Then the vectorizer is 

created and certain parameters are passed (lines 3 to 10). The tokenizer is 

overwritten with a lambda function, which returns the input parameter unchanged, 

because the description is already in the form of tokens. Besides, a conversion to 

lowercase characters is not necessary, because all tokens are already in 

lowercase. The parameters min_df and max_df specify whether tokens with a 

document frequency higher or lower than the specified thresholds should be 

ignored. The min_df parameter is in absolute numbers, while max_df is in percent. 

In total, the TF-IDF vector should contain a maximum of 2000 features to increase 

performance and accuracy. TF-IDF vectors are sparse vectors, which have a large 

number of zeros. If the property max_features is not set, all tokens are considered 

as features in the vector. Otherwise only the top tokens ordered by term frequency 

are considered. The parameter ngram_range specifies that not only single tokens 

should be used as features, but a combination of up to three tokens (trigrams) can 

be used as a single feature. Afterwards, the vectorizer is learned (line 11) and then 

the tokenized descriptions are transformed into vectors (line 13). The vectors are 

then attached to the tags DataFrame (line 14). 

01 from sklearn.feature_extraction.text import TfidfVectorizer 
02 
03 tfidf_vectorizer = TfidfVectorizer( 
04     tokenizer = lambda x: x, 
05     lowercase = False, 
06     min_df = 2, 
07     max_df = 0.85, 
08     max_features = 2000, 
09     ngram_range = (1,3) 
10 ) 
11 tfidf_vectorizer.fit(tags['tokens']) 
12 
13 vectors = tfidf_vectorizer.transform(tags['tokens']) 
14 tags['tfidf_vector'] = list(vectors.toarray())  

Listing 9: Creation of tf-idf vectors 

Additionally to the spaCy embedding and the TF-IDF vector, a word2vec model by 

Efstathiou et al. [92] has also been tested, which has been trained with more than 

15 GB of text data from Stack Overflow posts. Each tokenized description is 

converted into a 200-dimensional vector by transforming each token into a word 

vector based on the model and then taking the average of all vectors. As a fourth 

embedding the doc2vec36 model of the Gensim library is applied, which is based on 

 

35 https://scikit-learn.org/stable/index.html, last access: 02-06-2022 

36 https://radimrehurek.com/gensim/models/doc2vec.html, last access: 02-06-2022 

https://scikit-learn.org/stable/index.html
https://radimrehurek.com/gensim/models/doc2vec.html
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the algorithm of Le and Mikolov [97]. Thereby, a doc2vec model is trained based 

on all tag descriptions, resulting in a 100-dimensional vector representation. 

All four embeddings are then tested with different supervised classification models. 

First, the pre-labeled set is divided into a training set and a test set for evaluation 

purposes and to avoid overfitting. Listing 10 shows how the pre-labeled set is split 

into a train and test set, and how a Support Vector Classification (SVC) model is 

trained and applied. The already mentioned scikit-learn package is used for this 

purpose. At the beginning, the pre-labeled tags are split into a test and training set, 

where the X_train and X_test variables contain the TF-IDF vectors, and the y_train 

and y_test variables contain the classifications (lines 5 to 9). The test set contains 

30 percent of all pre-labeled tags. Then the SVC classifier is created with the default 

settings and trained by passing only the training set (lines 11 to 12). Subsequently, 

the labels of the test set can be predicted based on the test set vectors (line 14) 

and the accuracy can be calculated by comparing the predicted labels to the actual 

labels (line 15). In addition to accuracy, other metrics can be calculated, such as 

standard deviation, precision, recall, or the F1 score. 

01 from sklearn.model_selection import train_test_split 

02 from sklearn.svm import SVC 

03 from sklearn.metrics import accuracy_score 

04 

05 X_train, X_test, y_train, y_test = train_test_split( 

06     labeled_tags['tfidf_vector'], 

07     labeled_tags['label'], 

08     test_size = 0.3 

09 ) 

10 

11 classifier = SVC() 

12 classifier.fit(X_train.tolist(), y_train) 

13 

14 y_pred = classifier.predict(X_test.tolist()) 

15 accuracy_score(y_test, y_pred)  
Listing 10: Creation of a train/test split and training of an SVC model 

Besides the TF-IDF vector, the other embeddings are also tested with this and other 

classifiers and are then compared. For the TF-IDF, spaCy, doc2vec, and word2vec 

embeddings, Support Vector Classification (SVC), Random Forest Classifier (RFC), 

Logistic Regression (LR), K-Neighbors Classifier (KNC), and Bernoulli Naive Bayes 

(BNB) models were applied, among others. A comparison of the accuracy of these 

embeddings and models is shown in Figure 11. In terms of accuracy, TF-IDF 

embedding performs best and SVC, RFC and LR classifiers predict most 

accurately. 
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Figure 11: Comparison of the accuracy of different classification models and embeddings 

In addition to accuracy, the precision and recall metrics are relevant for 

classification models. While precision37 measures the classifier's ability to not label 

a negative sample as positive, recall38 measures the ability of the classifier to find 

all positive samples. Furthermore, the F1 score is the harmonic mean of precision 

and recall. The precision, recall, and F1 score of the most accurate classifier (SVC) 

with the TF-IDF embedding is presented in Table 2. In the case of precision, recall, 

and F1 score the metric reaches its best value at 1. 

 precision recall F1 score 

relevant 0.94 0.94 0.94 

irrelevant 0.95 0.95 0.95 

Table 2: Precision, recall, and F1 score of the SVC classifier with TF-IDF embedding 

After the best classifier is selected and trained, it can be applied to the entire set of 

tags. Out of the approximately 43,000 tags, about 11,000 tags are classified as 

relevant and about 32,000 tags are classified as irrelevant. 

 

37 https://scikit-learn.org/stable/modules/generated/sklearn.metrics.precision_score.html, last access: 02-06-
2022 

38 https://scikit-learn.org/stable/modules/generated/sklearn.metrics.recall_score.html, last access: 02-06-2022 
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The prototype continuously loads all tags from Stack Overflow and classifies new 

tags based on their descriptions using the trained classifier. For this purpose, the 

above-mentioned pre-processing steps are applied and the TF-IDF vectorizer is 

used. Since the classification model is not 100% accurate, manual intervention 

steps are also possible to manually mark tags as relevant or irrelevant. 

Furthermore, the classification model can be constantly evaluated and re-trained if 

necessary. In total, this method results in a list of approximately 11,000 

technologies, which is created by leveraging the large Stack Overflow community. 

3.3. Link to other data sources 

This section describes how the technologies discovered by the prototype can be 

linked to other data sources. The process of discovering the technologies using 

Stack Overflow tags and their descriptions is presented in Section 3.2.2. This 

section describes how the technologies can be linked to GitHub topics39. The 

procedure for additional data sources from Section 2.2.2 is similar. 

Since the prototype identifies trends based on information from various data 

sources, the data sources must be queried to obtain this information for the 

technologies. Then, the data of the different data sources must be linked by the 

technology names. Thereby, partially different spellings of the technology names 

may become a problem. For example, technology names may be spelled differently 

on Stack Overflow than on GitHub. Differences in upper and lower case can be 

easily fixed by ignoring the case when comparing. However, more complex spelling 

differences lead to difficulties when comparing technology names. 

Table 3 presents examples of different spellings between Stack Overflow tags and 

GitHub topics. In addition to the tag name and topic name, the tag synonyms of 

Stack Overflow and the topic display name of GitHub are also listed. The synonyms 

can be queried via the official Stack Overflow API, which was already described in 

Section 3.2.2. The synonyms and the two different names of the GitHub topics 

support the linking of the data sources because sometimes the different spelling of 

the technology names matches with one of the synonyms. Thus, all names of one 

data source can be compared to all names of the other data source. As a result, 

technologies can be linked with each other despite partially different spellings, as is 

the case for the first four examples in Table 3. 

 

39 https://github.com/topics, last access: 02-06-2022 

 

https://github.com/topics
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Stack Overflow tags GitHub topics 

name synonyms display name name 

node.js nodejs, io.js Node.js nodejs 

reactjs react, react-jsx, react.js React react 

.net 
dotnet, dot-net, .net-

framework 
.NET 

dotnet 

c++ cpp, cxx C++ cpp 

open-telemetry  OpenTelemetry opentelemetry 

tailwind-css  Tailwind CSS tailwind 

Table 3: Examples of spelling differences between Stack Overflow tags and GitHub topics 

Comparing not only the topic name with the tag name, but also with the tag 

synonyms, more technologies can be linked between the two data sources. 

However, for some technologies, this approach is not sufficient, such as for the last 

two entries in Table 3, since these two technologies do not have any synonyms 

approved by the Stack Overflow community. For these technologies, on the one 

hand, synonyms can be added manually to enable linking or, on the other hand, a 

so-called fuzzy string-matching is applied instead of checking for a hundred percent 

match of the names. The manual addition of synonyms can be time-consuming with 

the large number of technologies (about 11,000 as described in Section 3.2.2). 

Thus, the fuzzy string-matching approach should be applied first, and then 

synonyms can be added manually for technologies where linking is still not possible. 

An addition of synonyms can be done by simple SQL statements in the database 

of the prototype and is not further explained here. 

Fuzzy string-matching is a technique for finding approximate matches between two 

strings [98]. This means that strings are not compared for a hundred percent match, 

but rather it is measured how closely the strings match. There are different fuzzy 

string-matching methods, such as the Levenshtein distance, the Jaro distance, or 

the Jaro-Winkler distance [99]. The differences and detailed calculations of these 

methods are not discussed further in this thesis. In the case of the prototype, the 

Jaro-Winkler distance was used for the fuzzy string-matching of technology names. 

The Jaro-Winkler distance is specifically tailored to short strings [100] and is, 

therefore, best suited for comparing technology names since these are also 

relatively short strings. The result of the Jaro-Winkler distance is between 0 and 1 

where 1 means an exact match and 0 means that there is no similarity at all between 
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the two strings. In the case of the last two examples in Table 3, there is a Jaro-

Winkler distance of 0.987 between the tag name "open-telemetry" and the topic 

name "opentelemetry", and 0.967 between the tag name "tailwind-css" and topic 

display name "Tailwind CSS". The strings were lower-cased before applying the 

Jaro-Winkler distance to optimize the result. By applying a high threshold of 0.95, 

technologies with a slightly different notation as in the case of “open-telemetry” and 

“tailwind-css” can be linked and the risk of incorrect links can be reduced. Thus, by 

using fuzzy string matching, tech names that are written differently in a data source, 

for example, because letters were mistakenly swapped, can be linked 

automatically. 

For linking to additional data sources, approaches are needed to search the data 

sources for the technology names and query data. For example, this can be done 

using official APIs, existing data pools like databases or similar, web scraping, or 

web crawling among others. In the case of GitHub, the official REST API40 is used. 

Thereby the /search/topics endpoint41 is used to query the topics. This endpoint 

provides the possibility to search for topics based on different criteria and returns a 

list of topics, sorted by the best matches. The API call displayed in Listing 11 can 

be used to search for all topics with the keyword “open-telemetry”. 

/search/topics?q=open-telemetry  
Listing 11: API call for searching all topics with the keyword "open-telemetry" 

Listing 12 shows the result of the API request. The response is shortened to the 

most important information needed to illustrate the use case. In total, eight topics 

are found for the search keyword "open-telemetry" (line 2). The first result in the 

items array is the topic already listed in Table 3 (lines 5 to 10). The name and display 

names of the topics are returned, as well as some additional information such as a 

short description, the date when the topic was created, or when it was last updated. 

The tag name, as well as the synonyms for the tag "open-telemetry" can now be 

compared with the name and display names of all topics returned by the API call 

and thus the topic that matches best can be found. 

 

40 https://docs.github.com/en/rest, last access: 02-06-2022 

41 https://docs.github.com/en/rest/search#search-topics, last access: 02-06-2022 

https://docs.github.com/en/rest
https://docs.github.com/en/rest/search#search-topics
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01 { 
02   "total_count": 8, 
03   "incomplete_results": false, 
04   "items": [ 
05     { 
06       "name": "opentelemetry", 
07       "display_name": "OpenTelemetry", 
08       "short_description": "OpenTelemetry makes robust, portable ...", 
09       ... 
10     },  
11     { 
12       "name": "open-telemetry-java", 
13       "display_name": null, 
14       "short_description": null, 
15       ... 
16     }, 
17     ... 
18   ] 
19 }  

Listing 12: Sample response from api.github.com/search/topics?q=open-telemetry 

Thus, for each technology identified in Section 3.2.2, the protype queries the 

/search/topics endpoint to search for the tag name and tag synonyms. This means 

that the same topics can be returned several times for a technology, since the API 

may return the same topics for different synonyms. Thus, all returned topics are 

stored in a map to remove duplicates. As soon as a technology has been searched 

for all names and the returned topics have been saved, the topic names and display 

names are compared to the tag names and tag synonyms of the technology to find 

the best match. Thereby, either hundred percent matches between the tag and the 

topic are found, or as already mentioned, a similar match is found using fuzzy string-

matching that has a Jaro-Winkler distance of at least 0.95. By using this method, of 

the approximately 11,000 technologies discovered, as described in Section 3.2.2, 

more than 8000 technologies can be automatically linked without manually adding 

synonyms. 

The description of the GitHub topics can be used as additional information for 

classification into relevant or irrelevant technologies, as described in Section 3.2.2. 

Besides, in order to get more useful information for the trend detection, the 

prototype periodically (weekly, but customizable) queries the GitHub topics for the 

star counts42. The official GitHub Rest API does not offer the possibility to query the 

stars of topics. Thus, the prototype queries the official GitHub GraphQL API43, which 

provides this capability and can be accessed via the /graphql endpoint. Via an HTTP 

 

42 https://docs.github.com/en/get-started/exploring-projects-on-github/saving-repositories-with-stars, last 
access: 02-06-2022 

43 https://docs.github.com/en/graphql, last access: 02-06-2022 

https://docs.github.com/en/get-started/exploring-projects-on-github/saving-repositories-with-stars
https://docs.github.com/en/graphql
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POST towards the GraphQL API, as displayed in Listing 13, the star count for the 

GitHub topic "java" can be loaded. 

1 { 
2   "query": "query { topic(name: \"java\") { name stargazerCount } }" 
3 }  

Listing 13: Sample request to query the star count from api.github.com/graphql 

Listing 14 shows the response of the request. The star count (stargazerCount) of 

the topic is persisted by the prototype. The prototype therefore calls the GraphQL 

API for each linked GitHub topic to periodically store the number of stars for the 

trend calculation. 

1 { 

2   "data": { 

3     "topic": { 

4       "name": "java", 

5       "stargazerCount": 112640 

6     } 

7   } 

8 }  
Listing 14: Sample response from api.github.com/graphql 

In summary, more data sources can be incorporated into the prototype by searching 

the data sources for all names (synonyms, tag names, topic names, etc.) of the 

technologies. Links to other data sources can be established despite possible 

differences in the spelling of the technologies by applying the described approaches 

of fuzzy string matching as well as the manual assignment of synonyms. 

3.4. Trend calculation 

This section describes how the prototype can automatically identify trends based 

on the underlying datasets of GitHub and Stack Overflow. Trends should be 

calculated for the detected technologies, as described in Section 3.2.2, to be able 

to make objective statements about technology trends. Questions such as which 

technologies are currently trending, whether the trend of a particular technology is 

decreasing or increasing, etc. should be answered based on the results. Section 

3.4.1 presents and discusses possibilities that were considered for the detection of 

technology trends. Section 3.4.2 describes the approach implemented in the 

prototype to calculate the trends. 

3.4.1. Possible solutions 

This section describes possible approaches to automatically identify technology 

trends. However, these possibilities are not implemented in the prototype. 

Nevertheless, they are briefly mentioned and described to show various 

perspectives and considerations as well as limitations. 
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Training a machine learning model 

The first possible solution considered to identify the trends is to train a supervised 

machine learning model. For example, the model could be trained to classify the 

technologies into four trend categories such that these categories can later be used 

to divide the technologies into four radar rings. By pre-labeling a training set, a 

model could be trained based on various features that are available for the 

technologies. These features can include the absolute number of Stack Overflow 

(SO) questions, the number of new questions each week, the date of the last activity 

on SO (in past days), the ratio of how often the tag description is updated on SO, 

the absolute number of GitHub (GH) stars, the number of new stars each week, the 

ratio of how often the topic description is updated on GH, among others. The trained 

model can then be applied to classify all technologies. 

On the one hand, the pre-labeled training set can be created by individuals by 

classifying a sample of technologies into previously defined trend classes based on 

the opinions of experts. On the other hand, existing radars such as the Zalando 

Tech Radar or the Technology Radar by Thoughtworks, Inc. described in Section 

2.2.1, can also be used to create a training set. The technologies included in these 

solutions, as well as the corresponding allocation into radar rings, can be used as 

a training set. The problem with this approach is that the number of technologies in 

the existing solutions is very small (about 70 to 100 technologies for each solution) 

and thus the training set would be very limited. For the classification of about 11,000 

technologies, as described in Section 3.2.2, into four categories, a training set of 

about 170 technologies (the technologies of the two solutions combined with no 

distinctions between the solutions) is too small and thus not reasonable. 

In addition, the model would be trained based on subjective judgments, which would 

defeat the prototype's goal of making objective decisions. Thus, the assessment of 

existing solutions would only be replicated and applied to all technologies. 

Furthermore, the result would not be comprehensible, and one would not know why 

certain technologies are trendier than others or why the technologies were 

classified into the respective categories. Therefore, this solution is not reasonable 

and was not further pursued. 

Clustering 

A second approach is to build clusters from the set of technologies. This can be 

done based on the features that are available for the technologies. The number of 

clusters can be specified, for example, to form four clusters, which subsequently 

reflect the radar rings. For example, well-known cluster algorithms such as K-

means or BIRCH can be used for this purpose. 



 

66 

The technologies can thus be divided into clusters based on their features. It is then 

analyzed which clusters have been formed and how these clusters can be 

interpreted. This can prove difficult, as it is not possible to make clear statements 

about what the clusters indicate. Hence, technologies in the same cluster do not 

necessarily have to be equally trendy, as they can also be in that cluster due to 

another underlying context. This means that only technologies that are most similar 

in terms of their features are in the same cluster. Consequently, an interpretation of 

the clusters is difficult, and no meaningful statements regarding the trend of 

technologies can be made. Furthermore, a one-time classification into clusters is 

not sufficient to map trends, as trends change over time. Thus, the clusters would 

have to be formed continuously and evaluated and assessed each time by humans, 

since the clusters can change. This leads to human effort and is therefore against 

the objective of this prototype. Thus, this approach is not reasonable and was also 

not pursued further. 

Calculating a score 

Another possible solution is to calculate a score for each technology and then rank 

them by these scores. This approach is similar to the TIOBE Index or the PYPL 

PopularitY of Programming Language Index, which are described in Section 2.2.1. 

The score can be calculated based on different features, such as the number of 

existing Stack Overflow questions, GitHub stars, or the last activity on Stack 

Overflow. The features can be normalized, different weights can be assigned to the 

features, and formula can be developed to calculate a score. Subsequently, 

depending on the formula, the technologies with the highest or lowest score can be 

considered the trendiest. With this approach, the basis on which technologies are 

classified is clearly defined and transparent. The calculation of the score must be 

done periodically (e.g. weekly) to be able to notice changes. Furthermore, the 

scores for the technologies can be mapped and analyzed over time to identify the 

directions in which the scores are moving. This approach is close to the 

implemented solution as described in Section 3.4.2. However, the idea here is that 

only the most current features of the technologies are used to calculate the scores. 

Thus, no time series data is considered, but the score is calculated based on the 

current data set. This makes it difficult to identify trends, as no historical data sets 

are considered. 

3.4.2. Implemented solution 

The approach described in this section is the one that was implemented in the 

prototype. This solution is based on the analysis of time series data available 

through the periodic querying of the different data sources. For example, the 

number of existing Stack Overflow questions or the number of GitHub stars for each 

technology are available on a weekly basis. The features for detecting the trends 
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are extracted individually from the respective time series data of the data sources 

and then linked together. The procedure is identical for each existing data source. 

Thus, in this section, the procedure is described based on the Stack Overflow 

questions. 

First, the time series data is loaded for all technologies detected by the prototype. 

The time series data is on a weekly basis. However, this can be changed to use 

only the bi-weekly or monthly average, for example. Furthermore, only the last 16 

weeks are considered for the calculation of the trends, so that the results of the 

prototype are based on the most recent data. This is also customizable in the 

prototype, so that the last half year or only the last two months are used, for 

example. Besides, technologies for which time series with less than four weeks are 

available are not considered for the calculation. The reason for this is that extracting 

the trend component of a time series with less than four data points is not 

reasonable. The threshold of four weeks is also adjustable and was chosen low 

because there were only a limited number of records available during the 

development of the prototype. In addition, if the threshold was too high, new 

technologies would appear on the radar correspondingly late. 

Table 4 presents examples of time series data for the number of Stack Overflow 

questions (count) on a weekly basis. The time series data are grouped based on 

the technologies and include the difference between succeeding weeks (delta). 

technology week count delta 

Python 

2022-18 1,940,912  

2022-17 1,935,253 5,659 

2022-16 1,933,132 2,121 

… … … 

OpenTelemetry 

2022-18 291  

2022-17 285 6 

2022-16 279 6 

… … … 

Java 

2022-18 1,842,664  

2022-17 1,841,046 1,618 
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2022-16 1,840,490 556 

… … … 

… …. … … 

Table 4: Sample of time series data for the count of Stack Overflow questions 

If it is assumed that technologies for which many questions are asked are trending, 

Python and Java would be much trendier compared to OpenTelemetry, according 

to Table 4, since thousands of questions are added to Python and Java per week, 

while new questions for OpenTelemetry are only in the single digits. In contrast, 

taking the percentage increase as an indicator of trends, OpenTelemetry is the 

trendiest, with questions increasing by an average of 2.13% each week, while 

Python is increasing by 0.20% and Java is increasing by 0.06%, on average. 

Neither approach is suitable for making clear statements about which technologies 

are trending, as both approaches would bias the results. 

To solve this issue, the question counts for the technologies are put in proportion 

to the total volume of counts for each week. This results in the share of the total 

volume of questions for each technology and week. The same is calculated for the 

deltas, resulting in the share of the delta volume for each technology and week. 

Listing 15 shows these calculations. The variable ts (line 2) holds a pandas 

DataFrame with all counts and deltas per week for all technologies in the same 

structure as shown in Table 4. The DataFrame has a multi-index consisting of the 

technology name (level 0) and week (level 1). At the beginning, all records are 

loaded per week and stored in the variable df_week (lines 2 and 3). Then, the total 

volume and delta volume are calculated for each week by summing the counts and 

deltas of all technologies for each week (lines 5 and 6). Finally, the share and 

delta_share for each technology are calculated for each week and added to the 

DataFrame (lines 8 to 12). The weekly share of each technology in the total volume 

or delta volume is calculated by dividing the weekly count or delta by the respective 

weekly total volume or delta volume. 
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01 # calculate the total volume and delta volume for each week 

02 for week in ts.index.unique(level=1): 

03   df_week = ts.xs(week, level=1, drop_level=False) 

04   

05   ts.loc[IndexSlice[:, week], 'volume'] = df_week['count'].sum() 

06   ts.loc[IndexSlice[:, week], 'delta_volume'] = df_week['delta'].sum() 

07 

08 # calculate the weekly share of each technology in the total volume  

09 ts.loc[:, 'share'] = ts['count'] * 100 / ts['volume'] 

10 

11 # calculate the weekly share of each technology in the delta volume 

12 ts.loc[:, 'delta_share'] = ts['delta'] * 100 / ts['delta_volume']  
Listing 15: Calculation of the total and delta volume of Stack Overflow questions and the shares of each 

technology 

Table 5 shows a sample of the results of the volume and share calculations 

performed in Listing 15. Basically, the table represents a slice of the final 

DataFrame ts. However, the columns count and delta are not shown in this table 

since they are already presented in Table 4. From this data, it can be identified that, 

for example, for Java, the share of Stack Overflow questions in the total volume 

decreases over time, while for Python and OpenTelemetry, it increases. Thus, 

although in absolute numbers many more new questions are created for Java than 

for OpenTelemetry, OpenTelemetry is trendier as it reduces the share of Java 

questions over time. The share of the delta volume (delta_share) increases for all 

three technologies over time, which can be explained by the fact that the share of 

the delta volume must be reduced accordingly for other technologies that are not 

shown in the table. 

technology week volume 
delta_ 

volume 
share 

delta_ 

share 

Python 

2022-18 37,042,384 56,064 5.23971 10.09360 

2022-17 36,986,320 19,323 5.23235 10.97881 

2022-16 36,966,997 53,425 5.22935 9.99342 

… … … … … 

Open 

Telemetry 

2022-18 37,042,384 56,064 0.00079 0.01142 

2022-17 36,986,320 19,323 0.00077 0.02933 

2022-16 36,966,997 53,425 0.00076 0.00998 

… … … … … 

Java 2022-18 37,042,384 56,064 4.97448 2.88660 
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2022-17 36,986,320 19,323 4.97764 2.87516 

2022-16 36,966,997 53,425 4.97874 2.73217 

… … … … … 

… …. … … … … 

Table 5: Sample results of the volume and share calculations regarding Stack Overflow questions 

The data points can sometimes be outliers, as shown in Table 5, as it is, for 

example, the case for the delta_share values for Python and OpenTelemetry in 

week 2022-17. These values are significantly higher compared to the values for the 

other two weeks. Thus, to smooth the data sets, the trend component is extracted 

from the time series data. For this purpose, the Hodrick-Prescott (HP) filter of the 

statsmodels.tsa44 Python module is applied. The HP filter separates a time series 

into a trend component and a cyclic component. Other time series models, which 

may also consider a seasonal component, such as seasonal decomposition of the 

statsmodels.tsa module, could also be used. However, such models were not 

applied in the prototype because only the last 16 weeks are considered, making the 

extraction of a seasonal component not reasonable. 

Listing 16 shows the extraction of the trend component for the share data from 

Table 5 using Python. At the beginning, the necessary modules statsmodels45, 

scipy46, and numpy47 are imported (lines 1 to 3). The variable ts holds a pandas 

DataFrame with time series data for one technology (line 7). The cycle and trend 

components are extracted using the HP filter (line 7). The value 1600*13^4 is the 

recommended Hodrick-Prescott smoothing parameter for weekly data [101]. Then, 

the index of the trend array is converted into a sequence of evenly spaced values 

(line 9) since the linregress method cannot handle weekly indices. The slope of the 

trend data is then calculated using linear regression of the scipy package (line 10). 

Thereby, the p-value for the Wald hypothesis test is also calculated, where the null 

hypothesis is that the slope is zero. If the p-value is less than 0.05, the null 

hypothesis can be rejected, and the slope is statistically significant (lines 12 to 14). 

 

44 https://www.statsmodels.org/dev/tsa.html, last access: 02-06-2022 

45 https://www.statsmodels.org/stable/index.html, last access: 02-06-2022 

46 https://docs.scipy.org/doc/scipy/index.html, last access: 02-06-2022 

47 https://numpy.org, last access: 02-06-2022 

https://www.statsmodels.org/dev/tsa.html
https://www.statsmodels.org/stable/index.html
https://docs.scipy.org/doc/scipy/index.html
https://numpy.org/
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If the p-value is greater than 0.05, the null hypothesis cannot be rejected, and the 

slope is considered random or zero (lines 15 to 17). 

01 from statsmodels.api import tsa 
02 from scipy import stats 
03 import numpy as np 
04 
05 ... 
06 
07 cycle, trend = tsa.filters.hpfilter(ts['share'], 1600*13^4) 
08 
09 x_seq = np.arange(trend.index.size) 
10 slope, intercept, r, p, se = stats.linregress(x_seq, trend) 
11 
12 if p < 0.05: 
13   # null hypothesis can be rejected, slope is significant 
14   return trend, slope 
15 else: 
16   # null hypothesis cannot be rejected, slope is random 
17   return trend, 0  

Listing 16: Extraction of the trend component using the HP filter and calculation of the slope using linear 
regression 

The extraction of the trend component, as well as the calculation of the slope 

considering the hypothesis test are calculated for the properties share and 

delta_share of all technologies. The slopes are then normalized using the sklearn 

package48 so that in further calculations, such as calculating weighted averages, 

none of the slopes has a greater influence than others. For each technology, the 

normalized slopes (share_slope_norm and delta_share_slope_norm) are stored 

along with the recent shares of the volume (share_latest) or delta volume 

(delta_share_latest) based on the extracted trend components as presented in 

Table 6. These values can then be used to create the radars, as described in 

Section 3.5. The latest shares of the volume or delta volume differ from the latest 

values in Table 5 since the shares in Table 6 are based on the extracted trend 

components. 

 

48 https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.normalize.html, last access: 02-06-
2022 

https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.normalize.html
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technology share_latest 
delta_share 

_latest 

share_slope 

_norm 

delta_share 

_slope_norm 

Python 5.2402 10.0017 0.5448 0.5669 

OpenTelemetry 0.0008 0.0146 0.0015 0.0028 

Java 4.9733 2.8764 -0.2643 0.0557 

… … … … … 

Table 6: Sample results of the slope calculations regarding Stack Overflow questions 

In the implementation of the prototype, the calculations in this section are also 

performed for the number of GitHub stars. These calculations do not differ from the 

procedure for the number of Stack Overflow questions described here and are 

therefore not described separately in this thesis. If, for example, new technologies 

are added, existing technologies are classified as irrelevant, or new time series data 

are added, the shares, trends, and slopes must be recalculated to keep the results 

correct. Thus, the described calculations are repeated every 30 minutes, which, 

however, is customizable. 

The trendiest technologies can be selected based on the calculations in this section, 

for example, by considering the ones with the highest average slope as the 

trendiest. Other possibilities would include grouping the technologies based on the 

average recent shares of the volumes and using the average slopes to make 

statements about whether the trend of the technology is increasing or decreasing. 

The averages can be calculated as arithmetic means or as weighted averages by 

assigning separate weights for each property. Since the calculation of the averages 

or weighted averages involves very simple mathematics, they will not be discussed 

further here for the sake of simplicity. Section 3.5 describes how, based on the 

calculations and data in this section, the trendiest technologies can be identified 

and presented in the form of radars. 

3.5. Radar visualization 

This section describes how the detected technologies from Section 3.2.2 can be 

displayed on radars using the calculated trend metrics from Section 3.4.2. To 

illustrate the technology trends, the form of radars was chosen, like the existing 

technology radars described in Section 2.2.1. Figure 12 shows a radar generated 

by the prototype. The radar used in the prototype has four rings. The closer a 

technology is to the inside of the radar, the trendier the technology is. However, 

only the four rings are considered; whether a technology is further inside or outside 

the same ring makes no difference in terms of the prototype's assessment. The 
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technologies are assigned to the radar rings, but the arrangement within the ring is 

random. In addition, an arrow indicates whether a technology is moving to the inside 

(arrow up) or outside (arrow down) of the radar or stays the same (circle). This is 

based on the overall slope whether it is positive (inside), negative (outside) or zero. 

The technologies are displayed as symbols (arrow up, arrow down, circle) on the 

radar and abbreviated with the first letter of the technology. When hovering over the 

symbol, the entire technology name is displayed. 

 
Figure 12: Sample of a radar generated by the prototype 

The user interface of the prototype is an Angular frontend. For the development of 

the radar visualizations, the open-source project of the Zalando Tech Radar49 was 

 

49 https://github.com/zalando/tech-radar, last access: 02-06-2022 

https://github.com/zalando/tech-radar
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used. The project is under the MIT license and is based on d3.js50. The Zalando 

Tech Radar is embedded as a Scalable Vector Graphics (SVG) in the HTML page, 

which is generated by a JavaScript function. The JavaScript function needs a JSON 

with defined parameters as input. Listing 17 presents a shortened sample of such 

a JSON. The parameters needed include, among others, the ID of the SVG and the 

height, width, colors, and title of the radar. In addition, the Zalando Tech Radar is 

designed for four quadrants and four rings. These are also defined in the JSON as 

well as the entries or technologies that should be displayed on the radar. For the 

prototype, the Zalando Tech Radar was slightly adjusted so that no quadrants are 

displayed. Each entry or technology in the JSON needs the properties shown in 

Listing 17. The property label specifies the name of the technology; active defaults 

to true for all technologies and is needed for filtering the radar in the frontend; link 

specifies the relative path to the detail page in the frontend; moved specifies the 

direction in which the technology is trending and is displayed with an arrow up 

(value 1), arrow down (value -1), or a circle (value 0); quadrant indicates in which 

quadrant the technology is located – however, this is assigned randomly, since the 

radar does not display quadrants, but requires the quadrant properties for the 

generation; ring indicates in which of the four rings the technology is located – this 

is assigned explicitly in each radar version. 

01 { 
02   "title": "Trending Tech Radar", 
03   "svg_id": "radar", 
04   ...  
05   "entries": [ 
06     { 
07       "label": ".net", 
08       "active": true, 
09       "link": "technology/.net", 
10       "moved": 1, 
11       "quadrant": 0, 
12       "ring": 0 
13     }, { 
14       "label": "reactjs", 
15       "active": true, 
16       "link": "technology/reactjs", 
17       "moved": 1, 
18       "quadrant": 1, 
19       "ring": 0 
20     }, ... 
21   ] 
22 }  

Listing 17: Sample of a JSON needed for the radar generation 

In total, three different radar versions are generated by the prototype based on the 

trend calculations from Section 3.4.2. The generation of these three radar versions 

is described below. For the generation of the radar versions, the following metrics, 

 

50 https://d3js.org, last access: 02-06-2022 

https://d3js.org/
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as described in Section 3.4.2, are considered for both the number of Stack Overflow 

questions and the number of GitHub stars: 

• share_slope_norm: Slope of the share in the volume of absolute questions 

or stars 

• delta_share_slope_norm: Slope of the share in the volume of new questions 

or stars 

• share_latest: Latest share in the volume of absolute questions or stars (only 

relevant for radar version v3) 

• delta_share_latest: Latest share in the volume of new questions or stars 

(only relevant for radar version v2) 

Individual weights can be assigned to these metrics for both Stack Overflow 

questions and GitHub Stars, allowing a total of eight weights to be set. The 

assignment of weights influences the distribution of technologies on the radar and 

is used for calculating weighted averages. For technologies where only one data 

source exists (either Stack Overflow or GitHub), only the existing data source is 

used to calculate the weighted averages. 

Radar version v1 is generated by considering the weighted overall slope. For this 

purpose, the share_slope_norm and delta_share_slope_norm metrics from both 

Stack Overflow and GitHub are considered. From these four metrics, the weighted 

average is calculated, which gives the weighted overall slope 

(weighted_overall_slope). Only technologies with a positive weighted overall slope 

are displayed on the radar version v1. The top 10 percent of technologies with the 

highest weighted_overall_slope are in the center of the radar. The second ring 

contains the next 20 percent, the third ring the next 30 percent, and the outmost 

ring contains the last 40 percent of technologies with a positive weighted overall 

slope. Thus, the assignment to the rings in radar version v1 is based on the 

weighted overall slope and is done as shown in Listing 18 using the qcut method of 

pandas. This method divides the technologies for which the weighted_overall_slope 

is greater than 0 into four bins based on the defined intervals. Then these bins are 

appended to the DataFrame in reverse order so that the value 0 indicates the 

innermost ring and 3 indicates the outermost ring. 

1 techs['ring'] = 3 - pd.qcut( 
2    techs[techs['weighted_overall_slope'] > 0]['weighted_overall_slope'], 
3    [0, 0.4, 0.7, 0.9, 1], 
4    labels=False 
5 )  

Listing 18: Assignment to the radar rings for radar version v1 

In the radar version v1, all technologies are indicated with a moved indicator of 1, 

which implies a positive trend. This is because only technologies with a positive 

weighted overall slope are included on this radar version. 
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The radar version v2 is generated by assigning the technologies to the rings based 

on the recent shares of the delta volume. For this purpose, the delta_share_latest 

metrics from both Stack Overflow and GitHub are considered. From these two 

metrics, the weighted average is calculated, which gives the latest weighted delta 

share (weighted_delta_share_latest). Only technologies with a positive 

weighted_delta_share_latest are displayed on the radar. The metric can be 

negative if, for example, more Stack Overflow questions are deleted for a 

technology than new ones are added. The top 5 percent of technologies with the 

highest weighted_delta_share_latest are in the center of the radar. The second ring 

contains the next 15 percent, the third ring the next 20 percent, and the outmost 

ring contains the next 20 percent. The 40 percent of technologies with the lowest 

weighted_delta_share_latest are not on this radar version because, otherwise the 

radar would be too crowded. Thus, the assignment to the rings in radar version v2 

is based on the latest weighted delta share and is done as shown in Listing 19 using 

the qcut method of pandas. This method divides the technologies for which the 

weighted_delta_share_latest is greater than 0 into five bins based on the defined 

intervals. Then these bins are appended to the DataFrame in reverse order so that 

the value 0 indicates the innermost ring and 4 indicates the technologies that are 

not displayed on the radar. Since the bottom 40 percent of the technologies (ring 

value of 4) are not on the radar, the radar ring is subsequently set to NaN for these 

technologies (line 8). 

1 techs['ring'] = 4 - pd.qcut( 

2    techs[ 

3        techs['weighted_delta_share_latest'] > 0 

4    ]['weighted_delta_share_latest'], 

5    [0, 0.4, 0.6, 0.8, 0.95, 1], 

6    labels=False 

7 ) 

8 techs.loc[techs['ring'] == 4, 'ring'] = np.nan  
Listing 19: Assignment to the radar rings for radar version v2 

In the radar version v2, the moved indicator is also specified by considering the 

weighted_overall_slope. Since this radar version can also contain technologies with 

a negative weighted_overall_slope, the moved indicator is set accordingly. For 

technologies with a negative weighted_overall_slope the moved indicator is -1 and 

for positive technologies the moved indicator is 1. For technologies where the 

weighted_overall_slope is zero, the moved indicator is 0. 

Radar version v3 is generated by assigning the technologies to the rings based on 

the recent shares of the absolute volume. For this purpose, the share_latest metrics 

from both Stack Overflow and GitHub are considered. From these two metrics, the 

weighted average is calculated, which gives the latest weighted share 

(weighted_share_latest). Only technologies with a positive weighted_share_latest 

are displayed on the radar. The top 5 percent of technologies with the highest 
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weighted_share_latest are in the center of the radar. The second ring contains the 

next 10 percent, the third ring the next 15 percent, and the outmost ring contains 

the next 20 percent. The 50 percent of technologies with the lowest 

weighted_share_latest are not displayed on this radar version because otherwise 

the radar would be too crowded. Thus, the assignment to the rings in radar version 

v3 is based on the latest weighted share and is done as shown in Listing 20 using 

the qcut method of pandas. This method divides the technologies for which the 

weighted_share_latest is greater than 0 into five bins based on the defined 

intervals. Then these bins are appended to the DataFrame in reverse order so that 

the value 0 indicates the innermost ring and 4 indicates the technologies that are 

not on the radar. Since the bottom 50 percent of the technologies (ring value of 4) 

are not on the radar, the radar ring is subsequently set to NaN for these 

technologies (line 6). 

1 techs['ring'] = 4 - pd.qcut( 

2    techs[techs['weighted_share_latest'] > 0]['weighted_share_latest'], 

3    [0, 0.5, 0.7, 0.85, 0.95, 1], 

4    labels=False 

5 ) 

6 techs.loc[techs['ring'] == 4, 'ring'] = np.nan  
Listing 20: Assignment to the radar rings for radar version v3 

In the radar version v3, the moved indicator is also specified by considering the 

weighted_overall_slope. Since this radar version can also contain technologies with 

a negative weighted_overall_slope, the moved indicator is set accordingly like it is 

done in radar version v2. 

After the technologies are assigned to the rings and the moved indicators are set 

accordingly, the radar versions are displayed in the frontend using the customized 

open-source Tech Radar from Zalando, Inc. In addition, a table is displayed for each 

of the three radar versions, which contains all technologies with the metrics relevant 

for the respective radar version. The radars as well as the tables can be filtered in 

the frontend by setting the active indicators to false for the technologies in the JSON 

that do not match the filter. Afterwards, the radars must be recreated by calling the 

JavaScript function of the open-source Tech Radar. The rendering of the radars 

and tables as well as the filtering in the frontend will not be described in detail in 

this thesis, as it is simple HTML and Angular code. 
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4. User perspective 

This chapter describes the prototype implemented in the course of this thesis from 

the user's point of view. The developed web interface is presented in the form of 

screenshots, and a brief description of the functionalities offered by the prototype is 

given. 

The entry point to the application is a list of all technologies discovered by the 

prototype as described in Section 3.2.2. Figure 13 displays the table of all 

technologies. The names and descriptions of the technologies are displayed and 

there is the possibility to manually mark technologies as irrelevant using the “mark 

as irrelevant” buttons. This functionality can be used to correct classification errors 

during the classification described in Section 3.2.2. The table can be searched by 

entering a keyword in the text field above the table. Both the technology name and 

the description are searched for hits. In addition, the table can be browsed using 

the pagination at the bottom and sorted by clicking on the table headings. Clicking 

on the technology name will redirect to the technology details page, which is 

described later in this chapter. The web application can be navigated using the three 

menu items in the upper black bar. This allows the user to access the list of 

technologies, the list of irrelevant tags, and the technology radars. 

 
Figure 13: User perspective – table of technologies 

In addition to the list of technologies, there is a table that displays the tags that have 

been classified as irrelevant by the classification model described in Section 3.2.2. 

This table is presented in Figure 14 and can be accessed via the menu item 

“Irrelevant Tags”. Apart from the tag name and description, the current Stack 

Overflow count (number of questions for the respective tag) and the date of the last 

activity on Stack Overflow are displayed in the table. Furthermore, the "mark as 

relevant" button can be used to mark a tag as a relevant technology in order to be 
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able to correct possible classification errors. The table also offers the options of 

filtering, sorting, and pagination. 

 
Figure 14: User perspective – table of irrelevant tags 

Bellow the menu item "Technology Radars", the technology radars can be 

generated as described in Section 3.5. For this purpose, the different weights can 

be assigned, as shown in Figure 15. If certain properties should not be considered 

for the generation of the radars, these can be switched off by unchecking the 

checkbox in front of the corresponding input field. In addition, assigning weights can 

influence the generation of the radars. For example, by entering the value 2 for all 

Stack Overflow weights, the user can specify that Stack Overflow is considered 

twice as important as GitHub. By clicking the button, the radars will be generated. 

 
Figure 15: User perspective – weight selection for the radar generation 

Clicking the "Create Radars" button will generate all three radar versions as 

described in Section 3.5. These are displayed in tabs as shown in Figure 16. The 

radar versions can be navigated by clicking on the tabs. For each radar version 
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there is a short explanation how the respective version was generated. Below is the 

actual radar with the technologies, which are abbreviated with the first letter. When 

hovering over a technology on the radar, the entire name of the technology is 

displayed. In addition, the radar versions can be filtered using the "Add Filter" 

button. The selected filters will be applied to all three versions. It is possible to filter 

by technology name, trend slope (positive, negative, or neutral), and topic. 

 
Figure 16: User perspective – radar version tabs 

In addition to the radars, tables with the radar data are also displayed within the 

three tabs. In these tables, as shown in Figure 17, the relevant data, which are used 

for the creation of the respective radar version, are displayed. The table also offers 



 

81 

the options of filtering, sorting, and pagination. Clicking on the technology name will 

redirect to the technology details page. The filter shown in Figure 16 is also applied 

to this table. 

 
Figure 17: User perspective – table of radar data 

Figure 18 and Figure 19 show the technology details page. The page displays the 

most important information of a technology, such as the time series in form of 

charts, the defined aliases, extracted topics, and the description. The time series 

data for the Stack Overflow questions and GitHub stars are displayed as charts. 

The absolute numbers are displayed as well as the delta numbers (number of new 

entries per week). The extracted trend lines are also shown for the shares in the 

total volume (share and delta share). 
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Figure 18: User perspective – technology details page with charts 

In addition to the charts, the aliases of the technology are displayed, as well as the 

topics as displayed in Figure 19. The topics are extracted based on the description. 

However, the topic extraction process is not described in detail in this thesis, as it 

still needs to be optimized and is thus part of the future work, as described in 

Chapter 6. Furthermore, the description of the technology is provided. 

 
Figure 19: User perspective – technology details page with general information 
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5. Evaluation 

In this chapter, the prototype developed in the context of this thesis is evaluated. 

First, Section 5.1 gives a short overview of the results of the prototype. It discusses 

which technologies are considered the trendiest by the prototype at the time of 

writing. Next, these technologies are compared to the findings of existing solutions 

mentioned in Section 2.2.1. Precisely, Section 5.2 compares the radar versions and 

the detection of technologies to the existing technology radars of Zalando SE and 

Thoughtworks, Inc. Finally, Section 5.3 describes the evaluation of the prototype at 

the cooperation company. Section 5.3.1 compares the results of the prototype to 

the supported technologies of the cooperation company. Section 5.3.2 describes 

the findings of an evaluation workshop conducted at the company. 

5.1. Overview 

This section briefly describes and evaluates the results of the prototype, precisely 

the three radar versions described in Section 3.5. Table 7 lists the 15 trendiest 

technologies of each radar version. The three radar versions were created with 

uniformly distributed weights and with the dataset as of 16-05-2022. The arrow in 

parentheses indicates whether the trend of the respective technology is increasing 

(↑) or decreasing (↓) according to the prototype. As indicated in the table, the three 

radar versions generate different results. In total, the top 15 technologies of all three 

radar versions contain 25 individual technologies and six technologies are present 

in all three versions, namely reactjs, c, pyhton, linux, c++, and sql. 

radar v1 radar v2 radar v3 

reactjs (↑) python (↑) python (↑) 

c (↑) javascript (↓) javascript (↓) 

python (↑) reactjs (↑) java (↓) 

rust (↑) java (↓) android (↓) 

r (↑) html (↓) html (↓) 

amazon-web-services (↑) android (↓) c# (↓) 

pandas (↑) c++ (↑) php (↓) 

docker (↑) css (↑) c++ (↑) 

linux (↑) c# (↓) css (↑) 
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c++ (↑) c (↑) jquery (↓) 

azure (↑) node.js (↓) reactjs (↑) 

windows (↑) sql (↑) c (↑) 

sql (↑) linux (↑) sql (↑) 

ansible (↑) r (↑) mysql (↓) 

typescript (↑) amazon-web-services (↑) linux (↑) 

Table 7: The 15 trendiest technologies of each radar version as of 16-05-2022 

Compared to the TIOBE Index51, described in Section 2.2.1, for May 2022, the five 

most popular programming languages (Python, C, Java, C++, C#) are also part of 

the prototype’s radar versions. This is also the case for the PYPL PopularitY of 

Programming Language Index52, described in Section 2.2.1, for May 2022, where 

the five most popular programming languages (Python, Java, JavaScript, C#, 

C/C++) are also visible on the radar versions. Furthermore, the top five 

programming languages (JavaScript, Python, Java, PHP, CSS) of the RedMonk 

Programming Language Ranking53, described in Section 2.2.1, from January 2022 

are visible on the radar versions of the prototype. This ranking is based on the two 

data sources GitHub and Stack Overflow, just like the prototype. Besides, (as of 16-

05-2022) of the 25 individual technologies from Table 7, 12 are among the top 50 

most popular open source & SaaS tools on Stackshare54, which is described in 

Section 2.2.1. 

5.2. Comparison to existing solutions 

This section compares the results of the prototype to existing solutions mentioned 

in Section 2.2.1. In particular, the Zalando Tech Radar and the Technology Radar 

by Thoughtworks, Inc. are used for the evaluation. Especially, intersections are 

compared and how many and which technologies of the existing radar solutions 

were also detected by the prototype. 

 

51 https://www.tiobe.com/tiobe-index, last access: 16-05-2022 

52 https://pypl.github.io/PYPL.html, last access: 16-05-2022 

53 https://redmonk.com/sogrady/2022/03/28/language-rankings-1-22, last access: 16-05-2022 

54 https://stackshare.io/tools/top, last access: 16-05-2022 

https://www.tiobe.com/tiobe-index
https://pypl.github.io/PYPL.html
https://redmonk.com/sogrady/2022/03/28/language-rankings-1-22
https://stackshare.io/tools/top
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5.2.1. Zalando Tech Radar 

Based on the experiences and opinions of Zalando Engineers, the Zalando Radar 

by Zalando SE [19], which was already introduced in Section 2.2.1 provides a 

recommendation on which technologies should be used for new projects. Thus, this 

radar should be seen less as a trend radar and more as a source for technology 

decisions. Nevertheless, the prototype can be compared to this radar in terms of 

the list of technologies and overlaps between the radars. This makes it possible to 

check how accurately the prototype detects technologies and whether the 

technologies recommended by Zalando are also recognized as trendy technologies 

or not. 

For the evaluation, the Zalando Tech Radar was used in version 2022.04. This 

version contains a total of 72 different technologies from the categories datastores, 

data management, infrastructure, and languages. Of these 72 technologies, three 

were not detected as technologies by the prototype described in this thesis. 

Concretely, these technologies are stups55, zmon56, and nakadi57, all three of which 

were developed by Zalando SE itself. While nakadi is still under active maintenance 

and development, stups and zmon are no longer actively maintained. Thus, in the 

further comparison, only the 69 discovered technologies are considered. 

The Zalando Tech Radar, like the radar visualization of the prototype described in 

Section 3.5, also has four rings as well as indicators of whether a technology is 

moving inwards or outwards the radar. However, of the 69 technologies, only three 

have an indicator pointing inwards, while the remaining technologies indicate a 

neutral direction. Thus, a comparison of the directional indicators between the 

Zalando Tech Radar and the prototype radars is not reasonable. 

The Zalando Tech radar is compared to the three radar versions of the prototype 

described in Section 3.5. The radar versions were created with uniformly distributed 

weights and with the dataset as of 28-04-2022. Out of the 69 technologies on the 

Zalando Tech Radar, only four technologies are not on any of the three radar 

versions. These are the technologies aws-data-pipeline, druid, skipper, and hornet. 

The reason is that these technologies have had little or no recent activity in the data 

sources and are therefore not considered trendy by the prototype. 

 

55 https://github.com/zalando-stups, last access: 26-04-2022 

56 https://github.com/zalando/zmon, last access: 26-04-2022 

57 https://github.com/zalando/nakadi, last access: 26-04-2022 

https://github.com/zalando-stups
https://github.com/zalando/zmon
https://github.com/zalando/nakadi
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The radar version of the prototype with the most overlaps is v3, which is explained 

in Section 3.5. Out of the 69 technologies of the Zalando Tech Radar, 62 are visible 

on this version. This result might be expected, since radar v3 ranks technologies 

based on their current weighted share of the total volume. Technologies that 

already exist for a longer time tend to have more questions on Stack Overflow, for 

example. Therefore, they have a higher share of the total volume of questions. 

Thus, this radar version rather contains technologies that already exist for a longer 

time and are therefore better known and more frequently used in projects. This is 

in line with the objective of the Zalando Tech Radar and therefore this outcome is 

justified. 

5.2.2. Technology Radar by Thoughtworks, Inc. 

The Technology Radar by Thoughtworks, Inc. [22], described in Section 2.2.1, 

includes both technologies and techniques (called blips) that play a role in software 

development and are currently of interest. The radar is similar to the Zalando Tech 

Radar and categorizes its blips into four rings and quadrants. 

For the evaluation, the Technology Radar Volume 26 [102, p. 26] is used, which 

was published in April 2022. This volume contains a total of 93 blips from the 

following categories: techniques, platforms, tools, languages, and frameworks. 

Blips from the techniques category are not relevant for the evaluation because they 

are not considered concrete software technologies in the context of this thesis. This 

category contains 22 techniques such as server-driven UI or data mesh. 

Furthermore, six more blips are excluded, which are not considered relevant. This 

leaves a total of 65 technologies for evaluation. Of these, 15 blips were not 

recognized as technologies by the prototype. Three blips are in the category 

languages and frameworks, six are in the category tools, and another six are in the 

category platforms. These blips were not recognized as technologies because 

either there is no Stack Overflow tag for them or there exists no description, which 

is needed for the classification into relevant technologies. Thus, a total of 50 

technologies can be used for further evaluation.  

Of the 50 technologies on the Technology Radar by Thoughtworks, Inc., eleven 

have a positive indicator showing a direction inside the radar. There is no significant 

similarity of the indicators between the radars. This is partly due to the very small 

number of technologies used for the comparison, and due to the different ways in 

which the radars were created. 

The Technology Radar by Thoughtworks, Inc. is compared to the three radar 

versions of the prototype described in Section 3.5. The radar versions were created 

with uniformly distributed weights and with the dataset as of 02-05-2022. Out of the 

50 technologies, 12 are not on any of the three radar versions. The reason for this 
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is that these technologies have had little or no recent activity in the data sources 

and are therefore not considered trendy by the prototype. 

The Technology Radar has the most overlap with the prototype’s radar v2, which is 

explained in Section 3.5. Out of the 50 technologies, 32 are visible on this version. 

This result can be explained by the fact that radar v2 assigns technologies based 

on their latest share of the delta volume (total volume of new data between two time 

periods). Technologies that are rather new and therefore discussed a lot, for 

example, do not have many existing questions on Stack Overflow yet. Over time, 

however, many questions are asked, especially at the beginning, which means that 

the share of the delta volume is rather high or increases rapidly. Thus, such 

technologies are placed on the radar v2. This is in line with the goal of the 

Technology Radar by Thoughtworks, Inc., which mainly contains technologies that 

are currently of interest or that may be of interest in the future. Thus, there are no 

old, established technologies, such as Java, SQL or similar on the radar, but new 

and rather unknown technologies. 

5.3. Evaluation at the cooperation company 

This section describes the evaluation of the prototype at the collaboration company 

Dynatrace, Inc. described in Section 1.1. Specifically, the results are compared to 

Dynatrace's supported technologies to see if all technologies are correctly identified 

as technologies and how they are evaluated by the prototype. Furthermore, the 

results of a workshop held with employees of the company are presented with 

respect to how the prototype can be used, what added value it offers, and what 

additional functionalities could be useful for the future. 

5.3.1. Comparison to supported technologies 

The cooperation company Dynatrace, Inc. supports about 600 different 

technologies58, as already mentioned in Section 1.1. A total of 188 technologies are 

used for the comparison with the prototype. No delimitations in versions are made 

because the prototype does not distinguish between versions. In addition, individual 

drivers or libraries for a technology are not considered independent technologies 

but are assigned to the technology for which they are intended. For example, this 

is the case with the MongoDB drivers – these are all mapped to the MongoDB 

technology rather than being considered separate technologies. These measures 

lead to a lower number of technologies.  

 

58 https://www.dynatrace.com/support/help/technology-support, last access: 04-05-2022 

https://www.dynatrace.com/support/help/technology-support
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Of the 188 technologies, four were not recognized as technologies by the prototype. 

These are Logrus, Nutanix AHV, Bottlerocket, and EulerOS. These technologies 

either have no tag description or no tag at all, which is necessary for the prototype 

to detect the technologies. The 184 remaining technologies are compared to the 

three radar versions of the prototype. The radar versions were created with 

uniformly distributed weights and with the dataset as of 04-05-2022. Out of the 184 

technologies, 58 are not on any of the three radar versions. The reason for this is 

that these technologies have had little or no recent activity in the data sources and 

are therefore not considered trendy by the prototype. 

Most of the supported technologies are found on the radar version v3 of the 

prototype, which is discussed in Section 3.5. Of the 188 technologies, 116 are 

visible on this radar version. This result is to be expected, as radar v3 ranks 

technologies based on their current weighted share of the total volume, and thus 

tends to include technologies that have been around a longer time. It makes sense 

that Dynatrace supports these technologies the most since they have been around 

longer and are therefore more widely used. 

5.3.2. Workshop 

As part of the evaluation of the prototype, an evaluation workshop was conducted 

with the cooperating company Dynatrace, Inc. In total, six employees participated 

in the workshop with the following job titles and years of service: Senior Director 

Software Development (16+ years), Senior Software Engineer & Team Captain 

(11+ years), Software Engineer & Product Owner (6+ years), Principal Product 

Engineer (5+ years), Product Manager (2+ years), and Software Engineer (<1 year). 

The prototype was presented and openly talked about during the workshop. No 

structured interview questions were asked, but a guided workshop with discussions 

was conducted. The workshop was divided into two parts: On the one hand 

feedback and evaluation on the existing prototype was collected, on the other hand 

further functionalities and improvements that would be important for the future were 

gathered. 

During the first part, the participants were asked how the prototype and especially 

the radars can be used in the company and what added value they can provide to 

the company or individual employees. Basically, the prototype can be beneficial 

mainly for two business units. 

First, for product management, the prototype can be used to get better insight into 

technology trends, to figure out potential upcoming demands, and to verify what 

customers are telling them. For example, to better distinguish whether there is 

actually increased demand for a certain technology or whether it is just a customer 
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putting pressure on a product manager. Besides, the prototype helps to understand 

the trends outside of the company. Product management mainly look at trends 

inside the existing customer base and with the prototype it is possible to look 

beyond that and better understand what the market is doing. Thereby, technology 

trends should be detected before customers actually adopt these technologies.  

Second, engineering can benefit from the prototype by gaining a better 

understanding of which technologies can have their investment and maintenance 

reduced. Obviously, the prototype results do not serve as the sole decision criterion, 

but they can support the decision or end a discussion about ending support for a 

particular technology. In addition, it can be used to verify whether the pressure 

applied by the product management on the required support for new technologies 

is justified. However, the prototype should not be used as the basis for technology 

decisions within development teams, since development decisions should be made 

based on the specific use cases and the technology best suited for them and not 

based on how trendy a technology is. The prototype can also be used for private 

purposes, as employees may be interested in current technology trends. 

Furthermore, the selection of weights for radar creation, as described in Section 

3.5, is considered a gut feeling since it is very hard to objectively say that, for 

example, Stack Overflow is twice as important as GitHub. In addition, the v2 and v3 

radar versions are considered more useful than v1 because only positive trends are 

mapped in v1 and the classification into the radar rings is purely based on the slope 

of the time series data. Besides, the difference between v2 and v3 is considered in 

terms of how quickly changes or trends happen. The radar version v2 is more 

current, meaning it refers to what is happening now, while v3 shows a bigger 

picture. For example, when a new technology emerges, many new questions arise 

on Stack Overflow. This technology will appear in the v3 version only after a while 

because the total volume of questions is considered, while in v2 it appears 

immediately since the number of new questions is taken into account. 

During the second part of the workshop, future features, and feedback on how to 

improve the prototype were collected. Currently, it is not considered necessary to 

integrate further data sources, since the two most important data sources in the 

domain are already integrated with Stack Overflow and GitHub. A precise and 

automated categorization of technologies would be very helpful, as this would 

enable looking at, for example, which programming languages, databases, or web 

frameworks are out there and which trends exist in the respective category. This 

allows categories to be viewed individually and it may also be helpful that 

employees have the possibility to subscribe for certain categories and then be 

notified when a new technology is added. Furthermore, it would be beneficial to 

introduce user-specific settings where users can add their own filters and weights 

and save them. To avoid the complexity of implementing an entire user 



 

90 

management, the possibility of creating permalinks in which all filters and weights 

are stored could also be introduced. These permalinks could then be saved as 

bookmarks by the users, so that they do not have to apply all settings and filters 

again each time. 

In conclusion, the employees generally liked the prototype and considered it to be 

very helpful. Based on the data set, good analyses could be achieved. Therefore, 

the prototype is further developed and deployed in the company. 
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6. Conclusion and future work 

The objective of this master thesis was to create a tool that can automatically 

discover software technology trends. This tool should be able to detect concrete 

software technologies, such as programming languages, frameworks, database 

systems, or similar, automatically and with as little human input as possible. New 

technologies should be discovered as soon as possible so that they can be tracked 

early. The trendiest technologies should be extracted from the mass of detected 

technologies based on diverse data sources and presented in the form of a 

technology radar. A key aspect in all these steps is that the tool should act 

objectively and need as little human input as possible. Based on these 

requirements, the two research questions from Section 1.2 were defined and 

answered in the course of this master thesis. 

In the first part of the thesis, the fundamentals, which are needed for the basic 

understanding of this thesis and the implementation of the prototype, were 

presented in Chapter 2. It was explained that trends should primarily be viewed over 

a period of time. Therefore, the implemented prototype is based on the analysis of 

time series data. For this purpose, the basics of time series analysis were explained. 

In addition, the technologies are discovered based on textual descriptions. Natural 

Language Processing is used for this purpose, which was also briefly described in 

this chapter. Furthermore, existing solutions dealing with the detection of 

technology trends were pointed out and possible data sources that could be used 

for identifying technology trends were described. Consequently, the first research 

question could be answered.  

The possible data sources for trend detection could be analyzed and evaluated in 

further research. Efforts could be made to find metrics with which these data 

sources can be objectively assessed and weighted. For example, based on page 

views, user bases, or similar. In addition, it might be useful to explore what precise 

information can be mined from the data sources, as well as what other data sources 

not mentioned in this thesis might be helpful for identifying technology trends. 

The second research question was answered by developing the prototype. The 

implementation aspects were described in Chapter 3. Not only the implemented 

solutions were described, but also which options were considered to solve the 

problems. This simplifies the further development and improvement of the 

prototype, since it is transparent which possibilities were considered during the 

implementation and the reasons why these possibilities were not used in the 

prototype in the end. This refers, in particular, to the automated detection of 

technologies, as well as the identification of trends. 
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The prototype detects the technologies by classifying Stack Overflow tags into 

relevant and irrelevant based on their descriptions. A supervised machine learning 

model was created for this purpose. The relevant technologies can be linked to 

other data sources. In the prototype, the linking with GitHub topics was 

implemented. The identification of trends is based on the analysis of time series 

data and subsequent calculation of metrics. The results are presented in the form 

of three radar versions. 

The prototype could be expanded in future work, for example, by improving the 

visualization. Currently, hundreds of technologies are displayed on the radar, 

making the display somewhat confusing. Better ways could be researched. 

Besides, the technologies could be divided into categories. Therefore, the ability to 

filter the technologies to get, for example, all JavaScript frameworks, programming 

languages, database systems, or message queues would be beneficial. During the 

evaluation, described in Section 5.3.2, it was also learned that the categorization of 

technologies would be very helpful. For example, the descriptions of the 

technologies could be analyzed using topic modeling approaches such as Latent 

Dirichlet Allocation [103] or Non-negative Matrix Factorization [104]. These 

approaches could be used to extract common topics based on the descriptions of 

all technologies. Research in this direction was also carried out during this thesis, 

however, no significant results were obtained. Furthermore, supervised machine 

learning models using NLP could also be a possibility to implement this use case. 

In addition, the prototype could be extended by integrating further data sources to 

increase the accuracy of the results. Useful candidates for further data sources 

would be job platforms or software-related conferences. Research efforts on 

accessing both data sources were started in the course of this thesis. However, 

both data sources were not linked to the prototype due to limited development 

resources. Job postings could be queried by searching job platforms for all 

technologies on a weekly basis, for example. This provides time series data from 

which it can be extracted whether the number of job postings is increasing or 

decreasing for each technology. In the case of software-related conferences, the 

web pages of the largest conferences can be queried continuously. Then, the text 

data can be extracted, and subsequently, the mentions of each technology can be 

counted, which also leads to time series data. Both approaches are only described 

very abstractly at this point and still require a lot of research effort for a usable 

application. 

In addition, it could be analyzed whether or how technology trends vary based on 

geographic location. For this purpose, data sources must be integrated that take 

geographical location into account. This would include, for example, job listings or, 

to a certain extent, conferences. Thus, individual radar versions could be generated 

for different geographic regions. 
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Although the prototype still has room for expansion and improvement, it can be 

claimed that the development in this thesis has already resulted in a tool that can 

be used in a meaningful and valuable way. This statement can be confirmed by the 

evaluation results from Chapter 5. The prototype can automatically detect new 

technologies, discover the most trending among them based on the data sources 

Stack Overflow and GitHub and present the result in the form of three radar 

versions. In this way, the prototype provides better insight into technology trends 

and enables the identification of potential upcoming demands for specific software 

technologies. Consequently, the development of the prototype will be continued 

even after the completion of this master thesis. 

  



 

94 

7. References 

[1] Oxford University Press, “trend - Oxford Advanced Learner’s Dictionary,” 
Mar. 01, 2022. 
https://www.oxfordlearnersdictionaries.com/definition/english/trend_1?q=tre
nd (accessed Jan. 03, 2022). 

[2] J. Blechschmidt, Quick Guide Trendmanagement: Wie Sie Trendwissen in 
Ihrem Unternehmen wirksam nutzen. Berlin, Heidelberg: Springer Berlin 
Heidelberg, 2020. doi: 10.1007/978-3-662-62401-2. 

[3] Cambridge University Press, “trend - Cambridge Dictionary,” Mar. 01, 2022. 
https://dictionary.cambridge.org/us/dictionary/english-german/trend 
(accessed Jan. 03, 2022). 

[4] H. White and C. W. J. Granger, “Consideration of Trends in Time Series,” 
Journal of Time Series Econometrics, vol. 3, no. 1, Feb. 2011, doi: 
10.2202/1941-1928.1092. 

[5] W. Simon, Gabals großer Methodenkoffer Zukunft: Grundlagen und Trends. 
GABAL Verlag GmbH, 2011. 

[6] C. Duncker and L. Schütte, Trendbasiertes Innovationsmanagement. 
Wiesbaden: Springer Fachmedien Wiesbaden, 2018. doi: 10.1007/978-3-
658-19871-8. 

[7] R. Deckers and G. Heinemann, Trends erkennen - Zukunft gestalten: vom 
Zukunftswissen zum Markterfolg. BusinessVillage, 2008. 

[8] Gartner, Inc., “Gartner Hype Cycle,” Gartner, Jan. 04, 2022. 
https://www.gartner.de/de/methoden/hype-cycle (accessed Jan. 04, 2022). 

[9] E. M. Rogers, Diffusion of innovations, 3rd ed. New York : London: Free 
Press ; Collier Macmillan, 1983. 

[10] V. Karnowski and A. S. Kümpel, “Diffusion of Innovations,” in 
Schlüsselwerke der Medienwirkungsforschung, M. Potthoff, Ed. Wiesbaden: 
Springer Fachmedien Wiesbaden, 2016, pp. 97–107. doi: 10.1007/978-3-
658-09923-7_9. 

[11] G. Müller-Stewens and A. Müller, “Strategic Foresight – Trend- und 
Zukunftsforschung als Strategieinstrument,” in Perspektiven des 
Strategischen Controllings: Festschrift für Professor Dr. Ulrich Krystek, M. 
Reimer and S. Fiege, Eds. Wiesbaden: Gabler, 2009, pp. 239–257. doi: 
10.1007/978-3-8349-8805-8_15. 

[12] U. Ammon, “Delphi-Befragung,” in Handbuch Methoden der 
Organisationsforschung: Quantitative und Qualitative Methoden, S. Kühl, P. 
Strodtholz, and A. Taffertshofer, Eds. Wiesbaden: VS Verlag für 



 

95 

Sozialwissenschaften, 2009, pp. 458–476. doi: 10.1007/978-3-531-91570-
8_22. 

[13] R. Y. Du and W. A. Kamakura, “Quantitative Trendspotting,” Journal of 
Marketing Research, vol. 49, no. 4, pp. 514–536, Aug. 2012, doi: 
10.1509/jmr.10.0167. 

[14] J. Vogel, Prognose von Zeitreihen. Wiesbaden: Springer Fachmedien 
Wiesbaden, 2015. doi: 10.1007/978-3-658-06837-0. 

[15] TIOBE Software BV, “TIOBE Index by TIOBE Software BV,” Nov. 2021. 
https://www.tiobe.com/tiobe-index/ (accessed Nov. 21, 2021). 

[16] TIOBE Software BV, “TIOBE Programming Community Index Definition by 
TIOBE Software BV,” Nov. 21, 2021. https://www.tiobe.com/tiobe-
index/programming-languages-definition/ (accessed Nov. 21, 2021). 

[17] P. Carbonnelle, “PYPL PopularitY of Programming Language index,” Nov. 
24, 2021. https://pypl.github.io/PYPL.html (accessed Nov. 24, 2021). 

[18] S. O’Grady, “The RedMonk Programming Language Rankings: June 2021,” 
tecosystems, Aug. 05, 2021. 
https://redmonk.com/sogrady/2021/08/05/language-rankings-6-21/ 
(accessed Nov. 24, 2021). 

[19] Zalando SE, “Zalando Tech Radar,” Nov. 21, 2021. 
https://opensource.zalando.com/tech-radar/ (accessed Nov. 21, 2021). 

[20] T. Frauenstein, “Zalando’s Tech Radar: All you need to know,” Zalando 
Engineering Blog, May 17, 2016. 
https://engineering.zalando.com/posts/2016/05/../../../posts/2016/05/zalando
-tech-radar.html (accessed Nov. 21, 2021). 

[21] Thoughtworks, Inc., “Technology Radar by Thoughtworks, Inc. - FAQ and 
more,” Nov. 21, 2021. https://www.thoughtworks.com/radar/faq-and-more 
(accessed Nov. 21, 2021). 

[22] Thoughtworks, Inc., “Thoughtworks Technology Radar - Volume 25,” Nov. 
2021, Accessed: Nov. 23, 2021. [Online]. Available: 
https://www.thoughtworks.com/content/dam/thoughtworks/documents/radar/
2021/10/tr_technology_radar_vol_25_en.pdf 

[23] CNCF, “CNCF Radars,” Jan. 10, 2022. https://radar.cncf.io/ (accessed Jan. 
10, 2022). 

[24] CNCF, “How It Works | CNCF Radars,” Nov. 23, 2021. 
https://radar.cncf.io/how-it-works (accessed Nov. 23, 2021). 

[25] StackTrends, “StackTrends by Andrew Cernek,” Nov. 24, 2021. 
https://stacktrends.dev/ (accessed Nov. 24, 2021). 



 

96 

[26] Stack Exchange, Inc., “Stack Overflow Trends,” Nov. 24, 2021. 
https://insights.stackoverflow.com/trends?tags=r%2Cstatistics (accessed 
Nov. 24, 2021). 

[27] D. Robinson, “Introducing Stack Overflow Trends,” Stack Overflow Blog, 
May 09, 2017. https://stackoverflow.blog/2017/05/09/introducing-stack-
overflow-trends/ (accessed Nov. 24, 2021). 

[28] StackShare, Inc., “stackshare,” StackShare, Nov. 24, 2021. 
https://stackshare.io/ (accessed Nov. 24, 2021). 

[29] Stack Exchange, Inc., “Stack Overflow - Where Developers Learn, Share, & 
Build Careers,” Stack Overflow, Sep. 12, 2021. https://stackoverflow.com/ 
(accessed Dec. 09, 2021). 

[30] Stack Exchange, Inc., “What are tags, and how should I use them? - Help 
Center,” Stack Overflow, Sep. 12, 2021. 
https://stackoverflow.com/help/tagging (accessed Dec. 09, 2021). 

[31] Stack Exchange, Inc., “Stack Overflow Developer Survey 2020,” Stack 
Overflow, 2020. 
https://insights.stackoverflow.com/survey/2020/?utm_source=social-
share&utm_medium=social&utm_campaign=dev-survey-2020 (accessed 
Dec. 09, 2021). 

[32] SimilarWeb, “Most popular websites worldwide based on the number of 
unique visitors via organic search visits in May 2020,” Statista, May 2020. 
https://www.statista.com/statistics/270830/most-popular-websites-
worldwide/ (accessed Dec. 09, 2021). 

[33] Evans Data, “Number of software developers worldwide in 2018 to 2024,” 
Statista, Jan. 2021. https://www.statista.com/statistics/627312/worldwide-
developer-population/ (accessed Dec. 09, 2021). 

[34] Alexa Internet, Inc., “stackoverflow.com Competitive Analysis, Marketing Mix 
and Traffic - Alexa,” Sep. 12, 2021. 
https://www.alexa.com/siteinfo/stackoverflow.com (accessed Dec. 09, 
2021). 

[35] Stack Exchange, Inc., “Stack Exchange API,” Sep. 12, 2021. 
https://api.stackexchange.com/docs (accessed Dec. 09, 2021). 

[36] V. Johri and S. Bansal, “Identifying Trends in Technologies and 
Programming Languages Using Topic Modeling,” in 2018 IEEE 12th 
International Conference on Semantic Computing (ICSC), Jan. 2018, pp. 
391–396. doi: 10.1109/ICSC.2018.00078. 

[37] S. Wang, D. Lo, and L. Jiang, “An empirical study on developer interactions 
in StackOverflow,” in Proceedings of the 28th Annual ACM Symposium on 



 

97 

Applied Computing, New York, NY, USA, Mar. 2013, pp. 1019–1024. doi: 
10.1145/2480362.2480557. 

[38] Z. Ban, J. Yan, and H. Sun, “Identifying Potential Experts on Stack 
Overflow,” in Computer Supported Cooperative Work and Social Computing, 
Singapore, 2019, pp. 301–315. doi: 10.1007/978-981-13-3044-5_22. 

[39] GitHub, Inc., “GitHub: Where the world builds software,” GitHub, Oct. 12, 
2021. https://github.com/ (accessed Dec. 10, 2021). 

[40] Alexa Internet, Inc., “github.com Competitive Analysis, Marketing Mix and 
Traffic - Alexa,” Oct. 12, 2021. https://www.alexa.com/siteinfo/github.com 
(accessed Dec. 10, 2021). 

[41] H. Borges, A. Hora, and M. T. Valente, “Predicting the Popularity of GitHub 
Repositories,” in Proceedings of the The 12th International Conference on 
Predictive Models and Data Analytics in Software Engineering, New York, 
NY, USA, Sep. 2016, pp. 1–10. doi: 10.1145/2972958.2972966. 

[42] GitHub, Inc., “GitHub Topics - Browse popular topics on GitHub,” GitHub, 
Oct. 12, 2021. https://github.com (accessed Dec. 10, 2021). 

[43] T. V. Varuna and A. Mohan, “Trend Prediction of GitHub using Time Series 
Analysis,” in 2019 10th International Conference on Computing, 
Communication and Networking Technologies (ICCCNT), Jul. 2019, pp. 1–
7. doi: 10.1109/ICCCNT45670.2019.8944878. 

[44] L. Bao, X. Xia, D. Lo, and G. C. Murphy, “A Large Scale Study of Long-Time 
Contributor Prediction for GitHub Projects,” IEEE Transactions on Software 
Engineering, vol. 47, no. 6, pp. 1277–1298, Jun. 2021, doi: 
10.1109/TSE.2019.2918536. 

[45] IDC, “Technical help sources for software developers globally 2015,” 
Statista, Aug. 2015. https://www.statista.com/statistics/627092/worldwide-
developer-survey-technical-assistance-sources/ (accessed Dec. 15, 2021). 

[46] Stack Exchange, Inc., “Stack Overflow Developer Survey 2021,” Stack 
Overflow, 2021. 
https://insights.stackoverflow.com/survey/2021/?utm_source=social-
share&utm_medium=social&utm_campaign=dev-survey-2021 (accessed 
Dec. 15, 2021). 

[47] Similarweb LTD, “Reddit.com Market Share & Traffic Analytics,” Similarweb, 
Dec. 16, 2021. http://similarweb.com/website/reddit.com/ (accessed Dec. 
16, 2021). 

[48] Similarweb LTD, “Quora.com Market Share & Traffic Analytics,” Similarweb, 
Dec. 16, 2021. http://similarweb.com/website/quora.com/ (accessed Dec. 
16, 2021). 



 

98 

[49] Similarweb LTD, “Medium.com Market Share & Traffic Analytics,” 
Similarweb, Dec. 16, 2021. http://similarweb.com/website/medium.com/ 
(accessed Dec. 16, 2021). 

[50] M.-A. Storey, C. Treude, A. van Deursen, and L.-T. Cheng, “The impact of 
social media on software engineering practices and tools,” in Proceedings of 
the FSE/SDP workshop on Future of software engineering research - 
FoSER ’10, Santa Fe, New Mexico, USA, 2010, p. 359. doi: 
10.1145/1882362.1882435. 

[51] We Are Social, GlobalWebIndex, Hootsuite, and DataReportal, “Global 
social media usage reasons 2021,” Statista, Oct. 2021. 
https://www.statista.com/statistics/715449/social-media-usage-reasons-
worldwide/ (accessed Dec. 16, 2021). 

[52] A. Kadriu, L. Abazi Bexheti, H. Abazi, and V. Ramadani, “Investigating 
trends in learning programming using YouTube tutorials,” International 
Journal of Learning and Change, vol. 12, p. 190, Jan. 2020, doi: 
10.1504/IJLC.2020.106721. 

[53] Mercer; Mettl, “Technology talent: preferred sourcing channels worldwide 
2019,” Statista, Jul. 2019. 
https://www.statista.com/statistics/1041448/technology-talent-recruitment-
preferred-sourcing-channels-worldwide/ (accessed Dec. 16, 2021). 

[54] Statista Survey, “Awareness of job portals/markets in the U.S. 2017,” 
Statista, Nov. 2017. https://www.statista.com/forecasts/1000613/awareness-
of-job-portals-markets-in-the-us (accessed Dec. 16, 2021). 

[55] M. Bilal, N. Malik, M. Khalid, and M. I. Lali, “Exploring Industrial Demand 
Trend’s in Pakistan Software Industry Using Online Job Portal Data,” 
USJICT, vol. 1, pp. 17–24, Oct. 2017. 

[56] K. Mrini, K. Sharma, and P. Dillenbourg, Eds., Detecting Trends in Job 
Advertisements. 2017. 

[57] Global Knowledge, “Informational methods for IT professional development 
worldwide 2016,” Statista, 2016. 
https://www.statista.com/statistics/730362/worldwide-it-professionals-
professional-development-informational-methods/ (accessed Dec. 19, 
2021). 

[58] Á. Beszédes and L. Vidács, “Academic and Industrial Software Testing 
Conferences: Survey and Synergies,” in 2016 IEEE Ninth International 
Conference on Software Testing, Verification and Validation Workshops 
(ICSTW), Apr. 2016, pp. 240–249. doi: 10.1109/ICSTW.2016.30. 

[59] S. Shauna, “Understanding Differences between Academic and Industry 
Conferences,” Sep. 17, 2015. 



 

99 

https://research.phoenix.edu/blog/understanding-differences-between-
academic-and-industry-conferences (accessed Dec. 18, 2021). 

[60] W. Kusakunniran, T. Ponn, N. Boonsom, S. Wahakit, and K. 
Thongkanchorn, “Construction of H5-Index for Conference Ranking 
Indicator and its Correlation to ERA,” J. Info. Know. Mgmt., vol. 20, no. 01, 
p. 2150011, Mar. 2021, doi: 10.1142/S0219649221500118. 

[61] X. Li, Q. Xie, J. Jiang, Y. Zhou, and L. Huang, “Identifying and monitoring 
the development trends of emerging technologies using patent analysis and 
Twitter data mining: The case of perovskite solar cell technology,” 
Technological Forecasting and Social Change, vol. 146, pp. 687–705, Sep. 
2019, doi: 10.1016/j.techfore.2018.06.004. 

[62] P. J. Brockwell and R. A. Davis, Introduction to time series and forecasting, 
2nd ed. New York: Springer, 2002. 

[63] Nasdaq, Inc., “S&P 500 (SPX) Historical Data,” Jan. 27, 2022. 
https://www.nasdaq.com/market-activity/index/spx/historical (accessed Jan. 
27, 2022). 

[64] IRIS, “IRIS timeseriesplot Web Service - Indian Ocean earthquake 2004,” 
Jan. 28, 2022. 
https://service.iris.edu/irisws/timeseriesplot/1/query?width=800&height=400
&showtitle=false&net=IU&sta=ANMO&loc=00&cha=LHZ&start=2004-12-
26T00%3A30%3A00&end=2004-12-26T07%3A01%3A00 (accessed Jan. 
28, 2022). 

[65] P. Esling and C. Agon, “Time-series data mining,” ACM Comput. Surv., vol. 
45, no. 1, pp. 1–34, Nov. 2012, doi: 10.1145/2379776.2379788. 

[66] T. Stadnitski, “Deterministic or Stochastic Trend: Decision on the Basis of 
the Augmented Dickey-Fuller Test,” Methodology European Journal of 
Research Methods for the Behavioral and Social Sciences, vol. 6, pp. 83–
92, Jan. 2010, doi: 10.1027/1614-2241/a000009. 

[67] A. Bauer, “Automated Hybrid Time Series Forecasting: Design, 
Benchmarking, and Use Cases,” University of Wuerzburg, 2021. doi: 
10.25972/OPUS-22025. 

[68] A. Jebb, L. Tay, W. Wang, and Q. Huang, “Time series analysis for 
psychological research: Examining and forecasting change,” Frontiers in 
Psychology, vol. 6, Jun. 2015, doi: 10.3389/fpsyg.2015.00727. 

[69] J. F. Allen, “Natural language processing,” in Encyclopedia of Computer 
Science, GBR: John Wiley and Sons Ltd., 2003, pp. 1218–1222. 

[70] A. Chopra, A. Prashar, and R. Sain, “Natural Language Processing.” 2013. 



 

100 

[71] M. Razno, “Machine Learning Text Classification Model with NLP 
Approach,” Kharkiv, Ukraine, Apr. 2019, vol. 2. [Online]. Available: 
http://web.kpi.kharkov.ua/iks/wp-
content/uploads/sites/113/2021/10/preface_volume2_2019.pdf#page=71 

[72] W. Khan, A. Daud, J. A. Nasir, and T. Amjad, “A survey on the state-of-the-
art machine learning models in the context of NLP,” Kuwait Journal of 
Science, vol. 43, no. 4, Art. no. 4, Nov. 2016, Accessed: Feb. 24, 2022. 
[Online]. Available: 
https://journalskuwait.migration.publicknowledgeproject.org/index.php/KJS/a
rticle/view/946 

[73] J. Tabassum, M. Maddela, W. Xu, and A. Ritter, Code and Named Entity 
Recognition in StackOverflow. 2020. 

[74] D. Ye, Z. Xing, C. Y. Foo, Z. Q. Ang, J. Li, and N. Kapre, “Software-Specific 
Named Entity Recognition in Software Engineering Social Content,” in 2016 
IEEE 23rd International Conference on Software Analysis, Evolution, and 
Reengineering (SANER), Mar. 2016, vol. 1, pp. 90–101. doi: 
10.1109/SANER.2016.10. 

[75] M. Veera Prathap Reddy, P. V. R. D. Prasad, M. Chikkamath, and S. 
Mandadi, “NERSE: Named Entity Recognition in Software Engineering as a 
Service,” in Service Research and Innovation, Cham, 2019, pp. 65–80. doi: 
10.1007/978-3-030-32242-7_6. 

[76] M. Ikonomakis, S. Kotsiantis, and V. Tampakas, “Text Classification Using 
Machine Learning Techniques.” Aug. 2005. 

[77] S. Scott and S. Matwin, “Feature Engineering for Text Classification,” in 
Proceedings of ICML-99, 16th International Conference on Machine 
Learning, 1999, pp. 379–388. 

[78] K. Bobrovnyk, “Automated Building and Analysis of Ukrainian Twitter 
Corpus for Toxic Text Detection,” Kharkiv, Ukraine, Apr. 2019, vol. 2. 
[Online]. Available: http://web.kpi.kharkov.ua/iks/wp-
content/uploads/sites/113/2021/10/preface_volume2_2019.pdf#page=71 

[79] V. Balakrishnan and E. Lloyd-Yemoh, “Stemming and lemmatization: A 
comparison of retrieval performances,” Seoul, Korea, Apr. 2014, pp. 174–
179. Accessed: Feb. 27, 2022. [Online]. Available: 
https://eprints.um.edu.my/13423/ 

[80] T. Korenius, J. Laurikkala, K. Järvelin, and M. Juhola, “Stemming and 
lemmatization in the clustering of finnish text documents,” in Proceedings of 
the thirteenth ACM international conference on Information and knowledge 
management, New York, NY, USA, Nov. 2004, pp. 625–633. doi: 
10.1145/1031171.1031285. 



 

101 

[81] P. Bafna, D. Pramod, and A. Vaidya, “Document clustering: TF-IDF 
approach,” in 2016 International Conference on Electrical, Electronics, and 
Optimization Techniques (ICEEOT), Mar. 2016, pp. 61–66. doi: 
10.1109/ICEEOT.2016.7754750. 

[82] M. J. Kusner, Y. Sun, N. I. Kolkin, and K. Q. Weinberger, “From Word 
Embeddings To Document Distances,” p. 10, 2015. 

[83] F. Almeida and G. Xexéo, “Word Embeddings: A Survey,” arXiv:1901.09069 
[cs, stat], Jan. 2019, Accessed: Mar. 03, 2022. [Online]. Available: 
http://arxiv.org/abs/1901.09069 

[84] T. Mikolov, K. Chen, G. Corrado, and J. Dean, “Efficient Estimation of Word 
Representations in Vector Space,” arXiv:1301.3781 [cs], Sep. 2013, 
Accessed: Mar. 03, 2022. [Online]. Available: http://arxiv.org/abs/1301.3781 

[85] J. Pennington, R. Socher, and C. Manning, “Glove: Global Vectors for Word 
Representation,” in Proceedings of the 2014 Conference on Empirical 
Methods in Natural Language Processing (EMNLP), Doha, Qatar, 2014, pp. 
1532–1543. doi: 10.3115/v1/D14-1162. 

[86] V. Joshi, M. Peters, and M. Hopkins, “Extending a Parser to Distant 
Domains Using a Few Dozen Partially Annotated Examples,” 
arXiv:1805.06556 [cs], May 2018, Accessed: Mar. 03, 2022. [Online]. 
Available: http://arxiv.org/abs/1805.06556 

[87] J. Devlin, M.-W. Chang, K. Lee, and K. Toutanova, “BERT: Pre-training of 
Deep Bidirectional Transformers for Language Understanding,” 
arXiv:1810.04805 [cs], May 2019, Accessed: Mar. 03, 2022. [Online]. 
Available: http://arxiv.org/abs/1810.04805 

[88] R. Bommasani, K. Davis, and C. Cardie, “Interpreting Pretrained 
Contextualized Representations via Reductions to Static Embeddings,” in 
Proceedings of the 58th Annual Meeting of the Association for 
Computational Linguistics, Online, Jul. 2020, pp. 4758–4781. doi: 
10.18653/v1/2020.acl-main.431. 

[89] Y. Wang, Y. Hou, W. Che, and T. Liu, “From static to dynamic word 
representations: a survey,” Int. J. Mach. Learn. & Cyber., vol. 11, no. 7, pp. 
1611–1630, Jul. 2020, doi: 10.1007/s13042-020-01069-8. 

[90] E. Biswas, M. E. Karabulut, L. Pollock, and K. Vijay-Shanker, “Achieving 
Reliable Sentiment Analysis in the Software Engineering Domain using 
BERT,” in 2020 IEEE International Conference on Software Maintenance 
and Evolution (ICSME), Sep. 2020, pp. 162–173. doi: 
10.1109/ICSME46990.2020.00025. 

[91] B. Theeten, F. Vandeputte, and T. Van Cutsem, Import2vec - Learning 
Embeddings for Software Libraries. 2019. 



 

102 

[92] V. Efstathiou, C. Chatzilenas, and D. Spinellis, “Word Embeddings for the 
Software Engineering Domain,” in 2018 IEEE/ACM 15th International 
Conference on Mining Software Repositories (MSR), May 2018, pp. 38–41. 

[93] S. Newman, Building microservices: designing fine-grained systems, First 
Edition. Beijing Sebastopol, CA: O’Reilly Media, 2015. 

[94] F. Erxleben, M. Günther, M. Krötzsch, J. Mendez, and D. Vrandečić, 
“Introducing Wikidata to the Linked Data Web,” in The Semantic Web – 
ISWC 2014, Cham, 2014, pp. 50–65. doi: 10.1007/978-3-319-11964-9_4. 

[95] Stack Exchange, Inc., “Tags,” Stack Overflow, Apr. 07, 2022. 
https://stackoverflow.com/tags (accessed Apr. 07, 2022). 

[96] M.-C. de Marneffe et al., “Universal Stanford Dependencies: A cross-
linguistic typology,” p. 8, 2014. 

[97] Q. V. Le and T. Mikolov, “Distributed Representations of Sentences and 
Documents,” arXiv:1405.4053 [cs], May 2014, Accessed: Apr. 23, 2022. 
[Online]. Available: http://arxiv.org/abs/1405.4053 

[98] M. Pikies and J. Ali, “Analysis and safety engineering of fuzzy string 
matching algorithms,” ISA Transactions, vol. 113, pp. 1–8, Jul. 2021, doi: 
10.1016/j.isatra.2020.10.014. 

[99] H. R. Bosker, “Using fuzzy string matching for automated assessment of 
listener transcripts in speech intelligibility studies,” Behav Res, vol. 53, no. 5, 
pp. 1945–1953, Oct. 2021, doi: 10.3758/s13428-021-01542-4. 

[100] M. P. J. van der Loo, “The stringdist Package for Approximate String 
Matching,” The R Journal, vol. 6, no. 1, pp. 111–122, 2014. 

[101] M. O. Ravn and H. Uhlig, “On Adjusting the Hodrick-Prescott Filter for the 
Frequency of Observations,” Review of Economics and Statistics, vol. 84, 
no. 2, pp. 371–376, May 2002, doi: 10.1162/003465302317411604. 

[102] Thoughtworks, Inc., “Thoughtworks Technology Radar - Volume 26,” Apr. 
2022, Accessed: May 01, 2022. [Online]. Available: 
https://www.thoughtworks.com/content/dam/thoughtworks/documents/radar/
2022/03/tr_technology_radar_vol_26_en.pdf 

[103] D. M. Blei, A. Y. Ng, and M. Jordan, “Latent Dirichlet Allocation,” p. 30, 
2003. 

[104] D. D. Lee and H. S. Seung, “Learning the parts of objects by non-negative 
matrix factorization,” Nature, vol. 401, no. 6755, Art. no. 6755, Oct. 1999, 
doi: 10.1038/44565. 

 


